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Using Consensus Ensembles to Identify Suspect Data 

DavidClark 
Division ofManagement and Technology, 

University of Canberra, 
ACT, 2 6 0 1 ,  Australia 

davidc@ise.canberra.edu.au 

Abstract: In a consensus ensemble all members must agree before they classify a data point. But even when they all 
agree some data is still misclassified. In this paper we look closely at consistently misclassified data to investigate 
whether some of it may be outliers or may have been mtslabeled. 

Key words. Ensembles, bagging, outliers, mislabeled data 

Introduction 
Us.ing the results of several classifiers is a technique which 
has been shown to give more accurate classification than a 
single classifier [4], [5], [13]. The resulting classifier is 
known as an ensemble. 
The most popular methods of constructing ensembles are 
bagging [3] and boosting [7]. Both methods generate mul-
tiple classifiers by resampling the training data. Bagging 
(bootstrapping aggregates) trains the component classifiers 
using independent samples drawn with replacement from 
the training data. Boosting creates a succession of classifi-
ers by giving greater weight to data points misclassified by 
previous classifiers. 
In an ensemble constructed by bagging, the ensemble may 
classifY a data point by averaging or voting. When averag-
ing is used, the predictions of the component classifiers are 
averaged to make the ensemble classification. With voting, 
each component classifier votes for a category and the 
ensemble category is the category with the most votes. 
These methods may be modified by weighting the classifi-
ers according to their individual accuracy. 
The most popular method for ensemble classification is 
unweighted averaging [3], [1], typically with the outputs of 
each component classifier being normalized. Part of the 
reason that voting is not as popular is that it does not use 
all of the information available. It does not distinguish 
between a weak arid a strong preference by the component 
classifier. Voting, however, does give the opportunity not 
to make decisions where there is insufficient agreement. 
This can increase the accuracy of classification where a 
decision has been made. There is thus a trade off between 
the proportion of data for which a decision is made and the 
proportion of that data which is correctly classified. Cox, 
Clark and Richardson [6] explored this trade off. In par-
ticular, they investigated using consensus ensembles -
ensembles which only make a decision when all members 
of the ensemble agree. Figure 1 shows the effect of the 
trade off for the Diabetes data [12]. 
Cox et al found that the data can be split into data on 
which all classifiers agree and data in which there is some 
disagreement. We refer to them as consensus data and non-
consensus data respectively. A further finding was that 
although the prediction rate on consensus data did indeed 

increase, it did not reach 100%. (The Cancer data set [12] 
was the exception.) That is, there are data on which each of 
40 classifiers made the same mistake. For most of the data 
sets examined in their study, the proportion of this data was 
between 5 and 10%, although it was 17% for the difficult 
Abalone data [11] and 0% for Cancer. 
The presence of data misclassified by a large number of 
classifiers raises the question of whether the classifiers 
were all inaccurate, or whether the data itself was atypical. 
This study attempts to answer this question. 
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Figure 1. Consensus data, Diabetes 

Aim of the study 
This study focuses on incorrectly classified consensus data. 
That is, data which all 40 classifiers in an ensemble have 
misclassified. It identifies these data to see what proportion 
of them are potential outliers or potentially mislabeled. It 
compares these proportions to those of the remainder of the 
data. If the proportions of '.'bad" data in the incorrectly 
classified consensus data are significantly higher than those 
in the remainder of the data, then it is suspect. 
Note that this study does not suggest that identifying incor-
rectly classified consensus data is a tool for statistical 
analysis, or that it should replace normal preprocessing of 
data. For instance a statiscical analysis of data would use a 

Volume 8, No. I Australian Journal of Intelligent Information Processing Systems 



2 

cutoff level appropriate to a particular data set's distribu-
tion rather than using the same value for all data sets. In-
stead, this study acknowledges that some of the data pre-
sented to a classifier to use in training may be suspect, and 
it provides a means of identifying suspect data for closer 
scrutiny. 

Terminology 

We shall use the following terms in this paper. 
Misclassified data are data which have been misclassified 
by a trained classifier. That is, the category determined by 
the classifier is not the label category. 
Potential outliers are data which appear statistically incon-
sistent with the remainder of the data in their labeled cate-
gories. (See "Outliers" below.) 
Potentially mislabeled data are data which appear statisti-
cally inconsistent with their labeled categories, but which 
appear consistent with another category. 
Suspect data are data which are potential outliers or poten-
tially mislabeled. 
Typical data are data which are neither potential outliers or 
potentially mislabeled. Thus all data are either typical or 
suspect (potential outliers or potentially mislabeled). 
Data may also be classified (correctly) by some classifiers 
or consistently misclassified by all classifiers. Table I 
shows these concepts as applied to the Diabetes data. 

Outliers 
In any data set some of the data will be "bad". Hampel [8] 
comments "Altogether 5-10% wrong values in a data set 
seem to be the rule rather than the exception". 
Barnett and Lewis [2, pp. 33, 34] identify three sources of 
variability in data sets, namely inherent variability, meas-
urement error and execution error. Inherent variability 
depends on the distribution of the data. Some data is natu-
rally more variable than other data. For example, people's 
salaries are more variable than their height. Measurement 
errors are caused by inadequacies in the measuring instru-
ment. It includes rounding and transcription error as well 
as instrument malfunction. Execution errors can arise if the 
selection of the data is imperfect, such as by the sample 
being biased in some way. In the case of a classification 
problem, where the classifier is trained in a supervised 
mode, a further source of measurement errors is that obser-
vations may be mislabeled. 
Unrepresentative data are referred to as outliers. Barnett 
and Lewis defme an outlier as "an observation (or subset of 
observations) which appears to .be inconsistent with the 
remainder of that set of data" [2, p 7]. They give two char-
acteristics of an outlier, "engendering surprise owing to its 
extremeness and . . . being statistically unreasonable in 
terms of some basic model" [2, p 269]. 
For much continuous data, the basic model is often normal 
or near normal. Huber observes that "Typical 'good data' 
samples in the physical sciences appear to be well modeled 
by an error law of the form 

F(x) = (1- c:)<l>(x) + &CD(x I 3), where <I> is the stan-
dard normal cumulative, with & in the range between 0.1 
and 0.01." He further comments that ''this may just be a 
convenient description of a slightly longer-tailed than nor-
mal distribution." [9, p 2]. 
The identification of outliers in continuous univariate data 
is relatively straightforward. Where the underlying distri-
bution is normal, an observation which is two standard 
deviations from the mean occurs in less than 5% of the 
population. 
With multivariate data the identification of outliers is not 
straightforward. An observation may indeed "stick out'' in 
one or more of its components, but there may be other data 
which are outliers because of a combination of compo-
nents, none of which would be sufficient of itself to war-
rant being considered an outlier. Unlike in univariate data, 
no unique total ordering is possible. Sub-orderings are 
·possible, based on particular distance measures. Where the 
basic model is multivariate normal, Bamett and Lewis 
recommend (x- p)T v-1 (x- p), where p is the mean 
and V is the variance covariance matrix. We will refer to 
this as the inverse covariance measure . . Another possibility 
is to use a single component of the data, thereby treating it 
as univariate. 
If the data is continuous then an approximately normal 
distribution is typical. This is not the case with binary data. 
For example, for a binary valued attribute if 20% of the 
population has one value and 80% the other, the 20% will 
all be two standard deviations from the mean. These are by 
no means outliers. Carelessly applying a ''two standard 
deviations" rule could result in up to20% of the data being 
labeled as outliers. Where the data are binary multivariate, 
the problem of identifying outliers is exacerbated when the 
components are highly skewed. For instance, in the Card 
data 45 ofthe 51 components are binary. Ofthese, 19 have 
fewer than 0.2% "ones". It is far from clear what a basic 
model should be in a case like this. Any identification of 
possible outliers needs to take into account the pattern of 
values over all of the binary components. 

Measurements used in this study 

For the purpose of our study we identify an observation as 
a possible outlier if one or more of its components is more 
than three standard deviations from the component mean 
for its labeled category. If an observation has been identi· 
fied as a potential outlier, we identify it as being potentially 
mislabeled if none of its components is three standard 
deviations from the mean for an alternative category. We 
will refer to this as the maximum z score measure. We use 
three rather than two standard deviations because of the 
Huber's comment that physical data can be modeled by a 
slightly longer-tailed than normal distribution. But the 
choice of three standard deviations is not critical. The same 
pattern of results occurs over a range of values. 
We also analysed the data using the inverse covariance 
measure, but found that it was in highly correlated ( correla-
tion coefficient> 0.9) with the maximum z score measure. 
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The Heart and the Card data have binary valued attributes. 
We did not use these in our identification of suspect data as 
in both data sets the pattern of binary values was unique for 
about half of the data. There did not seem to be any meas-
ure that would not suggest that a diSproportionate amount 
of the data was suspect. 

Methodology 
The members of the ensembles were standard feedforward 
neural networks trained using the backpropagation algo-
rithm. Matlab was used to analyse the data and its back-
propagation neural network algorithm was used to populate 
the ensembles. The ensembles were bagging ensembles. 
The analysis for each data set is as follows: 
1. Train an ensemble of 40 classifiers. Classify all of the 

data with each member of the ensemble. 
2. Split data into consensus and non-consensus data. 
3. Combine non-consensus data with correct consensus 

data. This is the data which has been correctly classi-
fied by some classifiers. The remainder of the consen-
sus data is the data which has been consistently mis-
classified. 

4. For each datum in the two subsets ofthe data, catego-
rise it as typical, a potential outlier or potentially mis-
labeled. Aggregate these statistics. Use the maximum z 
score measure. 

Result for Diabetes 
In this section we examine closely the results of the Diabe-
tes data. In the Diabetes data set [12], 8 measurements are 
used to predict whether a Pima Indian individual is diabe-
tes positive. A single backpropagation classifier correctly 
classifies about 75% of the data. 
There were 578 points in the data set, 433 of which were 
used for training and the remainder for validation. 
Of the 145 points used for validation. 99 were consensus 
and 46 non-consensus. Of the consensus data 79 were 
correct. Hence 20 data points were · misclassified by all 
classifiers, while the remaining 125 data points were classi-
fied by at least one classifier. 
Table I below summarises the results for the Diabetes data. 

Typical Suspect data Total 
data Poten- Poten-

tial tially 
outlier misla-

be led 
Classified 107 12 6 125 
by some (86%) (10%) (5%) 
All classi- 12 2 6 20 
tiers mis- (60%) (10%) (30%) 
classify_ 

Table 1: Diabetes data 
maximum z score measure, cutoff 3 standard deviations 

The difference between the consistently misclassified data 
and the remainder is evident from the table, and is clearly 

3 

significant. 40% of data which was consistently misclassi-
fied is suspect, as opposed to 14% in the remainder. A Chi 
Square test was run using proportions of the data classified 
by some classifiers to estimate the expected values for the 
consistently misclassified data. When testing the hypothe-
sis that there was no difference between the tWo sets of 
data, the hypothesis was rejected at the 0.01% level. The 
test was repeated using the proportions of potentially niis-
labeled data. Again the hypothesis was rejected at the 
0.01% level. Further hypothesis checking accepted the 
hypothesis that the consistently misclassified data was 5 
times as likely to have been mislabeled· as the remainder. 
To test how sensitive the results were to the choice of out-
Her cutoff, we repeated the experiments using values of 
1.5, 2, 2.5, 3 and 3.5 standard deviations. The results are 
shown in Table II. They show the same pattern as in Table 
I, but with the number of su8pect observations decreasing 
with the cutoff level. 

Cut- Typi- Suspect data Total 
off cal Poten Poten 

level Data tial tially 
out- misla 
lier beled 

Classi- 1.5 68 49 8 125 
fled by 2.0 96 23 6 
some 2.5 105 16 4 

3.0 107 12 6 
3.5 111 9 5 

Misclas- 1.5 1 9 10 20 
sified by 2.0 8 3 9 
all 2.5 11 2 7 

3.0 12 2 6 
3.5 15 I 4 

Table ll: Diabetes data; varying cutoff level 
maximum z score measure 

To test whether the results depended on the · choice of out-
lier measure, the inverse covariance measure was used at 
varying cutoff levels. Table Ill is the equivalent of Table 
II, using the inverse covariance measure in place of the 
maximum z score measure. The results in Table Ill show 
the same general pattern as those in Table II. 
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Cutoff Typi- Suspect data 
level cal Poten- Poten-

data tial tially 
outlier misla-

be led 
Classi- 8.5 85 23 17 
fled by 9.0 105 13 7 
some 9.5 118 5 2 

10.0 I22 2 1 
I0.5 124 I 0 

M is· 8.5 8 5 7 
classi- 9.0 IO 3 7 
fled by 9.5 11 2 7 
all 10.0 12 1 7 

I0.5 16 0 4 

Table ID: Diabetes data, varying cutoff level 
inverse covariance measure 

To 
tal 

I2 
5 

20 

Finally the Diabetes data was examined further by ranking 
it according to the maximum z score measure. Figure 2 
shows the proportion of consistently misclassified data in 
each decile. It shows that the consistently misclassified 
data is over-represented in the higher deciles. This does not 
of itself indicate that they are outliers. After all some data 
has to come at the ends in any ranking. Nevertheless it 
does illustrate that the consistently misclassified data tend 
to be extreme, even though the extremeness may not be 
statistically unreasonable. 
Note that not all data with a high z score will have been 
misclassified. This is to be expected. One of the strengths 
of neural networks as classifiers is their ability to construct 
highly non-linear non-convex discriminants. If statistical 
tests such as the maximum z score or the inverse covari-
ance measure were sufficient to classifY data, there would 
be no point in using neural networks. 

Figure 2: Distribution of suspect Diabetes data by decile 
maximum z score 

Results on several data sets 
The analysis of the Diabetes data described above was 
applied to several data sets, namely Diabetes, Card and 
Heart [12], Abalone [11] and. Glass, Wine and Mortgage 
[10]. 
Table IV summarises the results over these data sets. The 
binary attributes in the Card and Heart data were used in 
training and classification but not in the identification· of 
suspect data. The cutoff for the Wine data was 2.5. 

Classified by some Misclassified by all 
classifiers classifiers 

Typi Sus ~ect Typi Sus :lect 
cal Pote Pote cal Pote Pote 

ntial ntial ntial ntial 
out- mis- out- mis-
lier label lier label 

Diabe- 107 12 6 12 2 6 
tes 
Card 224 9 9 9 2 7 
Heart 287 7 19 24 1 7 
Abalone 547 3 10 170 1 64 
Glass 34 I I 11 2 3 
Mort- 22 0 0 0 I 0 
gage 
Wine 76 10 1 1 0 1 

Table IV. All data sets, maximum z score, cutoff level 3 

The results in Table IV show a pattern of data which has 
been consistently misclassified having a higher proportion 
suspect than data which has been correctly classified by at 
least one of the classifiers in the ensemble. The results also 
indicate that the misclassification may have been due to the 
data being mislabeled. Whilst the numbers in the Wine and 
·Mortgage sets are too small to stand alone, they are in-
cluded as they show the same behaviour. 

Conclusions 
The evidence in this paper suggests that data which is con-
sistently misclassified by a large number of classifiers is 
not typical of data in its labeled category. The results indi· 
cate that a significant proportion of the data may be out-
Hers or may have been mislabeled. These results are not 
explained by there being insufficient information in the 
data to classifY the suspect points. There is enough infor-
mation to consistently classify them. The problem is that 
the classifications are not to the expected categories. 
These results are not sensitive to the threshold for deciding 
on whether or not data is typical. Nor are they dependent 
on the particular measure used to identify data which is 
suspect. 
The results reported in this paper point to consistently 
misclassified data being suspect. The suspect data should 
be identified for closer external scrutiny. Consensus en-
sembles is one tool for identifying suspect data. 
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Abstract feet information. It was invented by two mathe-
maticians, in 1942 by Piet Hein and independently 

Hex is a strategy board game for two players. The again in 1948 by John Nash. Hex first gained pop-
Machine Intelligence Hex (MIHex) project has three ularity through an article by M. Gardener [21). In 
major objectives: First, it is about designing and Hex each player hM Msigned two opposite edges of 
testing new artificial players for Hex. Second, it in- the rhombus-shaped Hex board which is displayed 
eludes a game server which facilitates and supports in Figure 1. Typical board sizes are between 7 x 7 
resrorch and educational projects that involve arti- and 20 X 20. There are only two types of pieces -
ficial Hex. Third, it provides a framework for devel- black pieces for the first player and white pieces for 
oping and evaluating machine learning methods for the second player. Pieces are put alternately in the 
artificial players. The present paper surveys the MI- board's hexagonally arranged holes. The whmer is 
Hex project. Basic techniques for Hex programming the first of the two players to be able to connect his 
are reviewed and new concepts for Hex board evalu- two edges of the board by a connected chain of his 
ation are introduced. This should be useful for any- pieces. There is no draw [20]. A detailed description 
one who wants to write an artificial Hex player to and history of the game can be found in the recent 
participate in a tournament. The Hex game server book of Browne [8). 
and different possibilities of tournament play are de-
scribed. It is demonstrated how machine learning al- North 
gorithms can be employed for training an artificial 
player of Hex. 

1 Introduction 

Machine intelligence for games has a long tradi-
tion. Computer programs that play strategy board 
games like chess belong to the first major achieve-
ments mentioned in the history of artificial intelli-
gence and computer science [42, 50, 36). Over the 
years artificial players for many non-trivial games 
have been developed and some of them became fa-
mous because the computer program finally was 
able to challenge and beat the best human play-
ers. Exciting are particularly those programs that 
employ learning algorithms and are able to develop 
new superior strategies of play that human players 
have not thought of. Currently the computers are 
leading in Checkers [38, 19], Chess [14), Backgam-
mon [47, 32) and Othello (12, 13) . However, not for 
all strategy board games computer programs could 
be developed yet that excell human performance. 
Exceptions are for example the famous Asian game 
of Go [9] and the game of Hex [8]. Both games have a 
similar character, that is, they are pattern oriented 
and if a game tree is employed it has an extremely 
high branching factor. In the present paper we will 
focus on the gam~ of Hex. 
Hex is a two-person zero-sum board game with per-

South 

Figure 1: A (n x n)-board can be represented by a 
(n x n)-matrix where each hole (i,j) hM six neigh-
bours. If we assume the origin (0, 0) is at the top 
left corner of the above (14 x 14)-board then the 
six neighbour coordinates of hole (i,j) are West= 
(i,j -1), East= (i,j + 1), South= (i+ 1, j), North 
= (i -1,j) , Southeast= (i+ l,j + 1) and Northwest 
=(i-l,j-1). 

Hex is an interesting task for research in machine 
intelligence for several reasons: 

• The rules of Hex are simple but a lot of expe-
rience and talent is required to become a good 
player. 

• Winning strategies for boards greater than 7 x 7 
are not known. 
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• In a typical Hex position on a (11 x 11)-board 
ahnost three times as many moves are possible 
than in chess. Therefore standard game tree 
search takes a long time and cannot search very 
deeply. 

• Standard board evaluation based on counting 
material, as used in chess, is not applicable in 
Hex. Therefore, a Hex specific evaluation func-
tion or other techniques are required. 

• Hex is a pattern oriented game, similar to the 
game of Go. Both games are hard for comput-
ers to play. Research on Hex can also be re-
garded as a step towards finding a good artifi-
cial player for the game of Go. 

The currently best playing artificial program is 
Hexy by V. Anshelevich. Hexy plays very well and 
is a lot of fun even for advanced players. Anshele-
vich's brilliant program is described in [1, 2, 3] and 
will be addressed in section 3.3.2 below. 
The purpose of the present paper is threefold. First, 
it surveys general and specific techniques that can 
be employed to design and implement artificial play-
ers for Hex. Some new concepts are introduced. 
The goal is to combine these techniques to design 
and implement the next generation of advanced Hex 
playing programs. Second, an overview of the MIHex 
project including the MIHex game server, the MIHex 
competition and its educational aspects is given. 
The MIHex project is an Australian research project 
with growing involvement of international partners. 
Third, it is demonstrated how the MIHex project 
can be used as a framework for research in machine 
learning, in particular evaluation of reinforcement 
learning methods. 
The remaining sections first describe machine learn-
ing and artificial intelligence techniques which are 
typical for strategy game programs in generaL Sec-
tion 2.5 is a review of other game projects which are 
relevant to MIHex. Topics specific to Hex are cov-
ered from section 3 on. Section 3.2 explains concepts 
which have been used or developed for the MIHex 
project. Section 5 is on implementation issues and 
contains an overview about the basic MIHex server 
architecture. Educational aspects of the project are 
included in section 6. 

2 General Machine Intelli-
gence Methods for Strategic 
Board Games 

In this section we review and propose several tech-
niques and algorithms which can be adopted to im-
plement an artificial player for Hex. We also discuss 
the issue of adaptive or learning players. This is of 

particular interest because it has been claimed [8] 
that methods such as temporal difference learn-
ing [44], which have been successful for several other 
games such as Backgammon [48] or Chess [4], can-
not successfully be employed for Hex. 

2.1 Board Evaluation 

One of the most challenging tasks in designing an 
artificial player for board games like Hex is to de-
velop a good evaluation function for a board po-
sition. An evaluation function is a mapping from 
the space S of board positions to the interval 
[-1, 1] of real numbers (alternatively any interval 
[-win, win] with a positive real number win). 

J: S-+ [-1, 1}, s ...... value of positions (2.1) 

The value of positions, J(s), is an estimate of the 
likelihood that s leads to a win. J(s) should be 
+1 ifs is a winning position or J(s) = -1 if s is 
a loosing position. The other values J(s) are all 
within the open interval (-1, 1) where higher values 
are assigned to better positions and lower values to 
weaker positions. J(s) = 0 for a draw which does 
not apply for Hex (see Section 3.1). 
A standard approach for designing an evaluation 
function is to define a number of board features 
and take their linear combination as the evaluation 
function. For example, an evaluation function for 
Chess typically is a linear combination that takes 
into account the amount of material which is left 
on the board [36]. There are many possible ways to 
define features. However, for each game (e.g., Chess, 
Othello [11], Go) these features can be very differ-
ent. It is one of the main tasks of an investigator to 
find good features and often an expert player can 
provide the best advice in this matter. 

2.2 Searching Game Trees 

Regarded as most important in artificial intelligence 
game programming, are methods which look ahead 
by testing as many sequences of moves as possi-
ble until they decide which is most likely the best 
move to take next. Several of these search algo-
rithms have been developed over the past years such 
as Minimax [42), (a-.8)-Pruning [26], NegaScout, 
MDT(f) [31] and others; see for example [31, 36] for 
an overview. It remains a topic of research to find 
new algorithms and to test which of them work best 
under what circumstances. The basic idea of the 
minimax algorithm will be described in section 2.2 
below. 
In games like Tic-Tac-The a game tree search can 
in reasonable time provide complete overview of 
all possible ways to play and, if possible, how to 
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win [36]. However, in Hex where the branching fac-
tor of the game tree is very high the game tree can-
not completely be expanded within an acceptable 
amount of time. 
In both cases the aim is to produce a number which 
is related to the likelihood of a win given the present 
board position. 
A board position s is terminal if it can be decided 
who has won. The minimax strategy determines the 
values of non-terminal board positions, that is it will 
even determine new terminal positions. The algo-
rithm assumes alternate optimum play of both sides 
and searches the branches of the tree to the terminal 
nodes, or in complex tasks only up to a given depth 
offor example n-moves (n-ply search) . In the latter 
case the values of the pseudo terminal positions are 
estimated via the evaluation function J. 

Figure 2 shows an example minimax game tree of 
degree 2 and depth 4: starting at the root node, 
two virtual players Max and Min move alternately 
so that a game tree of several possible options of 
play is generated. Values are assigned to the leaf 
nodes by a static evaluation function. These values 
are propagated back through the tree to determine 
which is the best move for Max at the root node. 
The purpose of eval is to produce a measure of the 
likelihood that Max can win the game when select-
ing a particular move. 
The main steps of the minimax algorithm are the 
following: 

1. If the current node is a leaf node then 
return its value obtained from the 
static evaluation function. 

2. At a Max node return the maximum 
value of all children and calculate the 
values of the children recursively. 

3. At a Min node return the minimum 
value of all children and calculate the 
values of the children recursively. 

4. At the root select the child which has 
the highest value. 

Therefore, given a list of possible moves the min-
imax algorithm tells Max at the same time which 
move is probably the best to make. There might 
be several best moves. The move generator could 
always use the first move of the set of best moves 
or employ a different strategy, for example random 
selection. 
There are several variations and improvements of 
the minimax algorithm. One of them is the alpha,. 
beta algorithm [26]. It can help to gain speed by 
pruning the game tree. Pseudocode for minimax 
with alpha...beta pnw.ing is given in Table 1. Fur-
ther improvements such as the MDT(f) algorithm 
can be found in [31]. 

BestScore alphabeta(node, a, (3) 

if(node==leafNode) 
return eval(node); 

else if(node==inaxNode){ 
score= -1.0; 
c = firstChild(node); 
while(c is not a leafNode and score< (3 ){ 

score= max(score, alphabeta(c)); 
a= min(a, score); 
c = nextSibling(c); 

} I I end while 
} I I end if 

else if(node==minNode){ 
score= +1.0; 
c = firstChild(node); 
whlle(c is not a leafNode and score> a){ 

score= min(score, alphabeta(c)); 
(3 = min((3, score); 
c = nextSibling(c); 

} I I end while 
} I I end if 

return score; 

Table 1: (a-.B)-function with recursive calls. 

2.3 Learning Artificial Players 

There are different ways to design a learning system 
for an artificial player. Already in 1959 Samuel [37) 
designed an artificial player for Checkers which was 
trained in self-play. It used the reward at the end of 
the game to improve its policy. In the present study 
we focus on a learning player whose policy can be 
represented by a parameter vector W = ( wi) and 
we employ reinforcement learning [45] and evolu-
tionary computation for training. W could for ex-
ample be the weight matrix of a neural network that 
serves as evaluation function. Training an artificial 
player means updating its policy periodically in a 
way that improves its play, that is, the player scores 
more wins than before in tournament play. Training 
can be viewed as an optimisation task with the aim 
to maximise the number of wins in future games. 
W can be updated 'on-line' after each time step or 
move during a game 

Wt+t = Wt+f:::..Wt, t = O, ... ,T-1 

or 'off-line' at the end of each game 
T-1 

W<-W+ Et::..Wt. 
t=O 

2.3.1 Temporal Difference Learning 

It is still topic of an ongoing discussion how suitable 
reinforcement leaning algorithms are for training ar-
tificial players for board games. There are projects 
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Root 

Leaf-Nodee 

Figure 2: A minimax game tree of degree 2 and depth 4 with the root node at the top. Example values 
have been assigned to the leave nodes and have been propagated back from the leaves to the root following 
the minimax algorithm. The principal variation is the resulting best route of play and is emphasised by 
bold links in the above figure. 

Initial conditions: Start game from position so = empty board 
with player Hori defined by parameter matrix W 
and >.,"YE [0, 1) and a E [0,1). 

While(Game is not over){ 

Generate a game tree with root position St using 
a move generator, static evaluator and minimax search 

Determine and evaluate the leaf s~ of a principal variation 
-+ J(lpv(st), W) 

Make 'best' move Bt -> Bt+l 

if(game is over){ 
reward= 1 for win or -1 for loss 
dt =reward- J(lpv(st), W) 
break I I Update the weights and reset the player 

} I I end if 

Calculate and store the temporal difference of 
the evaluation of the principal variation: 
dt = "'' J(lpv(st+l), W)- J(lpv(st), W) 

} I I end while 

J(sr, W) =reward 
I I Weight update according to the TO(>.) formula: 

W +- W + aL:;;'~11 VJ(lpv(st), W)[L:;J~/('Y>.);-td;]. 

return W. 

Table 2: Training a Hex agent using off-line TDLeaf(>.) (cf. [5]). 

where they seemed to work successfully, see for ex-
ample Tesauro's work on backgammon (46, 47, 48] 
or Baxter's work on chess (4, 5]. However, there are 
also examples and which support concerns (e.g., 
[40]). One of our study's aims is to contribute to 
that discussion by testing how well temporal dif-
ference learning (TD-learning [44]) performs when 
training an artificial player for Hex. 

LetS be the set of all possible board positions and 
let (st) be the sequence of states St E S, t = 1, ... , oo, 
that correspond to the sequence of successive board 
positions. Let us denote the evaluation function by 
J. It depends on W and we can define a sequence of 
temporal differences of approximate value functions 
for TD-learning by 

dt := 1· J(st+t. W)- J(st, W) 
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fort= 1, ... , T-2 and for the final time step dT-1 :== 
reward-J(sT-1> W). The standard off-line TD(.X) 
rule for updating the weight vector W at the end of 
each game is then 

T-l T-l 
W ~ W +a 2: 'ilwJ(st, W) Lb.X)i-tdj, 

t=l j=t 

where a,/,). E [0, 1] are 'stepsize', 'discount fac-
tor' and 'trace decay parameter', that is, the usual 
parameters of TD( >.) (cf. (45]) . 
The TDLeaf(>.) algorithm (4) combines TD(>.) with 
minimax type game tree search. Let us assume the 
depth of the game tree is fixed (fixed horizon) which 
we will not explicitly express in our notation. Then 
we can define a mapping lpv from the set of possible 
board positions S into itself which maps each posi-
tions to the leaf position of the principal variation 
of the game tree: 

lpv: s ....... s 
s H lpv(s) =leaf of principal variation of s 

Using this mapping the temporal differences for 
each time step, t = 1, ... , T - 1, can be taken be-
tween the leaf values instead of the root values: 

dt :== 'Y · J(lpv(st+l), W)- J(lpv(st), W) 

for t = 1, .. . , T - 2 and for the final time step 
dT-1 := reward - J(lpv(sT-1), W). With these 
two definitions the TDLea.f(>.) rule for updating the 
weight vector W at the end of each game is then as 
follows (cf., [4, 5]): 

T-l T-l 
W ~ W +a 2: 'ilwJ(lpv(st), W) Lb>.)i-td1. 

t=l i=t 

The resulting off-line TDLeaf(.X)-algorithm is listed 
in Table 2 and Table 3 provides an overview about 
typical parameter settings used in previous studies 
by other researchers. 

2.3.2 Evolutionary Hill Climbing 

The basic version of evolutionary hill climbing, 
which is equivalent to the (1+1)-ES algorithm 
[33, 41, 7], uses only one parent and one offspring. 
Following the terminology of Pollack [32] we call 
the current parameter vector W champion the cham-
pion. The initial parameters for the first champion 
were all generated from a N(O; 0.05) normal dis-
tribution. Given' the champion W champion the hill 
climber endeavors to find a 'better' parameter vec-
tor by generating a mutant matrix W mutant ~ 

W champion + /::;. W mutant and comparing the cham-
pion and the mutant by evaluating them both. If 
the mutant is fitter than the champion it will re-
place the old champion, otherwise the champion 

is selected again and the mutant is discharged. In 
this process the coefficients of the mutation vector 
/::;. W mutant are randomly generated from a normal 
distribution with a standard deviation which is se-
lected, for each new vector, from a N(O; 0.01) nor-
mal distribution with a constant ll'EHC (the 'step-
size') as standard deviation. The evaluation is based 
on the players performance during a certain number 
(called lifetime) of games. 

2.4 Tournament Play 

In tournament play several players can compete 
against each other. Pairings of players are deter-
mined and a winner or a ranking list of the players is 
produced after the tournament is over. For different 
games different ranking systems and tournaments 
have been developed. For Hex a generally accepted 
standard tournament and ranking system has not 
yet been decided. However, several tOurnament sys-
tems which have been used for other games can be 
employed directly or with minor modifications to 
Hex, too. The following paragraphs briefly review 
some of the most common tournament systems. 

2.4.1 Round Robin Tournament 

In a Round Robin, all players play each other once. 
It is only used when there are a relatively small 
number of entries since it is very time-consuming. 
In fact, if there are n players, the tournament will 
run in O(n2 ) time complexity, since the number of 
rounds depends on the number of players. A double 
Round Robin, in which all players play each other 
twice, once with each colour, is the fairest system 
for ranking a group of players. A group of Round 
Robins can also be used as a preliminary stage for 
a tournament with a large entry where the players 
are divided up into pools of equal size. Then the 
winner and possibly the runner-up move on to the 
next stage where another Round Robin or a dif-
ferent type of tournament is held to determine the 
eventual winner. 

2.4.2 Knock-out Tournament 

An example of a Knock-out is a tennis tournament 
in which the number of entries is a power of two. 
There are several seeds who are split up into differ-
ent sections of the draw so they cannot play one an-
other until later on in the tournament. Initial pair-
ings are alloted randmnly and the winners progress 
to the next round, while the losers are eliminated 
from the tournament. Rounds continue until there is 
only one undefeated player, who is declared the win-
ner. This type of tournament only applies to games 
where a draw is not possible, such as Hex. However, 
it is not suitable for obtaining a complete ranking of 
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Game, Reference 'Y I Algorithm # Episodes I Comment 
Backgammon, [46) 0.1 - TD(0.7) f'::j 1,500,000 Self-play 
TD-gammon 3.1, [48] - - TD(O) f'::j 6,000,000 Self-play, 3-ply 
Backgammon, [5] 1.0 TDLeaf(..\) f'::j 50,000 Self-play 

Chess, [4] 1.0 1.0 TDLeaf(O. 7) ~· 1,000 Internet 

Chess, [49j - 0.98 TD(O) ~ 2,400 GNU-Chess 
and database 

Table 3: Overview of parameter settings for TO-learning tasks as used by other researchers. 

players as they are only allowed one loss and there 
is not enough information to form a reliable ranking 
list. 

2.4.3 Random Play 

Continual random play amongst a group may be 
used to train artificial learning players who learn 
best when faced with a variety of opponents. This 
simulates a server where humans choose to play 
other humans arbitrarily. Pairings for each match 
are selected at random. The matches can be stopped 
at any time or continued in a non-ordered fashion. 

2.4.4 Swiss Tournament 

The Official FIDE (World Chess Federation) Swiss 
Rules Based on Rating (1992) can be found on the 
Internet [18]. The SwUis pairing system commonly 
used in chess tournaments all around the world can 
equally as well be applied to Hex, except for the fact 
that there is no draw in Hex, which has no major 
effect on the way the system works. For a Swiss 
tournament, there are a fixed number of rounds 
designated before the start of the tournament. No 
player is eliminated during the tournament - that 
is, all players play in all rounds, regardless of the 
size of the entry. A Swiss tournament is generally 
used when there are too many players and hence 
not enough time to play a complete Round Robin 
(all-play-all). A basic overview of the Swiss system 
can be described as follows: 

1. Set all player scores to zero. 

2. Apply pairing rules to give each player a new 
opponent who has the same score. 

3. Increment scores of all winners by one, then 
repeat from step 2 until tournament completed. 

However, there are three main problems involved in 
step 2. The first and most obvious is exactly how 
to pair the players against each other. In chess, the 
preferred method is to order the players by their rat-
ing (measure of playing strength) and match the top 

half versus tl).e bottom half. For example, if there 
were eight players in a score group, then 1-5, 2-6, 3-
7 and 4-8 would be the pairings, provided that none 
of the players had previously played each other. The 
second problem is what to do when there is an odd 
number of players in a score group. This is solved by 
'floating' the bottom player down and pairing them 
against the top player of the adjacent score group. 
The third issue involves the allocation of colours 
for each pairing. Although the system is designed 
so that as many players as possible alternate be-
tween white and black throughout the tournament, 
this is often practically impossible since it is more 
important for players of equal scores to be matched 
against each other so that an eventual winner can 
be decided upon. 

2.5 Examples of Other Strategy 
Games 

Game programs can demonstrate the state of the 
art in artificial intelligence because the performance 
of the programs can directly be compared with 
that of a human. Therefore, the design of artifi-
cial players for strategy games has become a topic 
of central importance for artificial intelligence r9-' 
search. Programs for many different games and a 
large amount of literature on this topic is available 
(see e. g. [16, 28]). The Checkers program CHI-
NOOK [39, 38) was the first official man-machine 
world champion ·in any game in 1994. In the mean-
time also for Othello [11, 12, 13), Chess [5, 24] or 
Backgammon [47, 48], programs have been devel-
oped which are able to beat the best human players. 
For other games, like the game of Go, it seems to 
be harder to program a good artificial player and 
currently good human Go players can easily win 
against the artificial opponents. 
From the viewpoint of artificial intelligence research 
and cognitive neuroscience the methods of the arti-
ficial player are of interest . In this context, biologi-
cally motivated programs that can learn, are more 
valuable than systems which cannot improve their 
performance or simply rely on computational power 
and exhaustive search algorithms. The following 
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sections provide a brief overview about the char-
acteristics and achievements of some important ar-
tificial intelligence projects in game programming. 

2.5.1 Chess 

Computer chess programs have a long tradition and 
exciting history. The success of most computer chess 
programs is built on brute force search. The pro-
gram Deep Thought was able to search 750,000 
positions per second and was the first chess ma-
chine that beat a grandmaster in tournament· play 
in 1988 (25, 14). In 1997 Deep Blue 11 (a successor of 
Deep Thought) was able to beat the human World 
Champion Gary Kasparov under normal tourna,. 
ment conditions. Deep Blue 11 has a large search-
ing capacity and a special chess chip for the move 
generator, the evaluation function and search con-
trol [23). Hardware and software search are com-
bined and over 500 processors perform a massive 
parallel game tree search (24, 14). 
Chess programs that employ machine learning 
methods become increasingly able to play on an 
acceptable level. For example, the program Knight-
Cap uses a special form of temporal difference learn-
ing, called TDLeaf(>.) [4, 5). KnightCap was trained 
while playing on the Free Internet Chess Server 
(FICS. onenet. net). Starting from an already rea-
sonable good set of parameters the program im-
proved significantly within a few hundred games 
a.nd reached a high level of play. 

2.5.2 Backgammon 

Backgammon is a non-deterministic board game for 
two players. In contrast to games like Chess, Go 
a.nd Hex, Backgammon uses dice rolls and involves 
therefore a random component. Fifteen white and 
fifteen black pieces are moved on a board of 24loca-
tions. Due to the huge number of possible backgam-
mon positions, a lookup table cannot be used. After 
a typical dice roll there might be 20 different ways 
of playing. Therefore the game tree has an effective 
branching factor of about 400 (far beyond that of 
chess or checkers). 
One of the best backgammon players in the world is 
the program TD-Gammon (46, 47, 48). It is known 
as the most famous example of a game where tem-
poral difference learning has been applied success-
fully. Early versions of TD-Gammon employed neu-
ral networks and raw input. After training in self-
play they could achieve a strong intermediate level 
of play. In TD-Gammon 3.1 a multi-layer neural 
network with 160 hidden units was trained using a 
gradient-descent form of the TD(>.) algorithm. The 
program played about 6,000,000 games against it-
self before it stopped improving. Search was rela-
tively shallow, about two or three plies depending 

on the version of the program. 
A competitor to TD-Gammon, is HC-Gammon [32]. 
It uses evolutionary hill climbing instead of TD-
leaxning. Hill climbing is by tradition regarded as 
an elementary or basic algorithm. However, when 
properly tuned it can perform very well. Pollack and 
Blair (32) trained their player using self-play and 
claimed that it performed surprisingly well. Pollack 
proposes that the success of TD-Gammon is not 
due to TD-learning but rather to the dynamics of 
backgammon and the eo-evolutionary setup of the 
training. However, the comparison of TD-Ga.rnmon 
a.nd HC-Gammon, as reported by (32), is still topic 
of a controversial discussion (cf. [ 48)). 

2.5.3 Go 

The game of Go is one of the oldest board games. It 
has simple rules but considerable training and ex-
perience is required to become a good player. Go is 
hard for traditional computer game playing tech-
niques and therefore still one of the major chal-
lenges in machine intelligence research. The chal-
lenge of artificial Go is multi-fold. One reason is 
the large branching factor. On a (19 x 19)-board 
there are typically around 250 moves available from 
a midgame position. Other reasons are that Go is 
pattern oriented and that a player must be able to 
follow multiple interacting goals. Almost the same 
reasons apply to Hex. 
A large amount of work has been done on Go, and 
a comprehensive overview of AI techniques used in 
Go programming is provided by (9, 10). 
Symbiotic Adaptive Neuro-Evolution (SANE) (35) 
maintains and evolves a population of neurons and 
a population of neural network blueprints. The net-
work architecture is fixed a.nd has two inputs (b/w) 
and one output (a real number which indicates 
the goodness of the move) for each board position. 
Training on a (9 x 9)-board took about five days 
and training on a (19 x 19)-board was estimated to 
last about one year. 
Temporal difference learning was used with minor 
success by (40] for evaluating Go positions. 
However, even if Go and Hex have much in common 
there are important differences. For example, in Go 
stones can be removed from the board during the 
game while in Hex they cannot. This feature might 
make it even harder to apply TD-learning success-
fully to Hex than to Go. 
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3 Background Information on 
Hex 

Hex is played on a rhomboid board which can be of 
any size but typically has between 7 x 7 and 20 x 20 
cells (Figure 1). The name of Hex stems from the 
hexagonal arrangement of the cells where each cell 
has six neighbours. During a contest one player uses 
black and the other player uses white pieces. The 
players alternately place their pieces on the board. 
While the horiwntal player aims to connect the 
East and West edge of the board the vertical player 
is aiming to connect the North and the South edge. 
The winner of the game is who is first able to es-
tablish a connected chain of pieces between his two 
opposite edges of the board. 
In Hex the first player has a big advantage over the 
second player. To weaken this advantage the swap 
rule (sometimes also called one-move-equalisation 
rule) can be applied. It allows the second player to 
take the first move of the first player. If the swap 
rule is allowed the first player would usually not 
start with a strong move because it would then be 
very likely that the second player applies the swap 
rule. Hex with swap-rule is called competitive He:x 
and is a second player win. 
More information about the ta.Ctics and history of 
hex can be found in Browne's book [8]. 

3.1 Theoretical Results 

In Hex there is no draw - this fact which is also 
known as the Hex Theorem is according to Gale [20] 
equivalent to the Brower Fixed-Point Theorem. 
Hex Theorem. Let a 2-dimensional Hex board of 
size k be covered by two sets Hand V. Then either 
H contains a connected set meeting the West and 
the East side of the board or V contains a connected 
set meeting the South and the North side of the 
board. 
Brouwer Fixed-Point Theorem. Let f be a con-
tinuous mapping from the unit sphere 8 2 into it-
self. Then there exists a point x E S2 such that 
f(x) = x. 
A general winning strategy has not yet been found. 
But using a strategy stealing argument1 it can be 
shown that a winning strategy must exist for the 
first player. The problem of determining which 
player has a winning strategy is PSPACE complete 
(cf. [34, 17]). On boards of equal size the state 

lit was noted by John Nash in 1949 {cf. , (6]) : if there were 
a winning strategy for the second player then the first player 
could ma.ke an arbitrary move and then apply (steal) the 
strategy of the second player. An additional move is never 
a disadvantage in Hex. Therefore both players would have a 
winning strategy which would be a oontradiction to the Hex 
theorem. 
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space complexity and decision complexity can be 
compared with that of Go. On a size n board the 
branching factor of the game tree are of O(n2 ). For 
more information on theoretical results, see for ex-
ample [8, 20, 21 , 27]. 

3.2 Basic Concepts and Methods for 
Designing an Artificial Player for 
Hex 

This section summarises some of the key concepts 
that have been employed in previous Hex programs, 
see for example [8, 51, 3] . 

3.2.1 Two-Bridge and Virtual Connections 

Virtual connections are groups of pieces that are 
not physically connected but cannot be prevented 
from connecting in the future, given the correct re-
sponses to threats from the opponent. A trivial ex-
ample of this is the two-bridge, where two Black 
chains of pieces are separated but can be joined by 
one of two moves. Even if it is White's turn to move, 
Black still cannot be stopped from connecting the 
two chains. This is an example of a virtual connec-
tion of depth 2. Virtual connections with depth d 
contain information relevant to the position d moves 
in advance. 

3.2.2 Electrical Resistor Circuit Represen-
tation of Hex Positions 

Inspired by the the Hex playing machine of Shan-
non [43], Anshelevich [1, 3] employed an evaluation 
method based on an electrical resistor circuit rep-
resentation of a Hex position. It not only estimates 
the number of pieces that need to be added to cre-
ate a winning chain, but also takes into account the 
number of ways it can be done. A Hex position can 
be represented by two electrical circuits, one from 
Black's point of view, and one from White's. Every 
cell c of the board is assigned a resistance r(c) -
from Black's viewpoint: 

rs(c) = { ~ 
+oo 

if c is unoccupied, 
if c contains a Black piece, 
if c contains a White piece 

For White's circuit the resistance rw(c) is measured 
similarly. ~breach pair of adjacent cells (cl, c2), an 
electrical link has resistance: 

TB(cl, c2) =TB( cl)+ TB(c2) 

An electrical voltage is applied to the opposite 
edges and the total resistance between them, RB for 
Black's circuit and Rw for White's circuit, is mea-
sured. The evaluation function for this approach 
from the Black point of view is: 
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E = log(RB/Rw) 

Then the smaller the value of E, the closer Black 
is to winning, and vice-versa. Anshelevich addition-
ally included virtual connections as links in the cir-
cuits. The electrical resistance between the bound-
aries was calculated by solving the Kirchhoff system 
of linear equations. 

3.3 'Well-known' Artificial Hex 
Players 

This section describes two Hex players, Queen-
bee [51, 52] and Hexy [1, 2, 3]. Queenbee is based 
along traditional lines for game playing, combin-
ing advanced search techniques with an inexpensive 
evaluation function to allow deep search. Hexy, on 
the other hand, focuses on a deep analysis of a small 
number of Hex positions. 

3.3.1 Queenbee 

Queenbee was the first Hex playing program to play 
at the level of strong human players, rated at 1876 
by the onsite game playing server Playsite2 , which 
rates novices with 1200-1400, advanced players with 
1800 and top players with 2100-2200. Queenbee's 
approach [51, 52] is to perform a massive game 
tree search, based on an iterative deepening a-{3 
search with Minimal Window /Principal Variation 
Search and transposition tables. It addresses the 
large branching factor problem with an advanced 
search extension technique called "Sex Search" [29). 
Queenbee's evaluation function calculates cell "po-
tentials" based on a metric called the two-distance. 
Given a graph and an adjacency function n(p) that 
maps a vertex p onto the set of vertices adjacent to 
it, the distance between between two vertices p and 
q is given by 

where 

if q = p, 
if q E n(p), 
otherwise 

Ck =I {rE n(p); d(r, q) < k} ). 

If we allow that n(p) returns the cells in p's neigh-
bourhood relative to player P, then when z = 1 
the metric returns the minimum number of pieces 
required for P to connect p to q. The two-distance, 
corresponds to z = 2, which is one more than the 
second lowest distance of p's neighbours to q. 

To find the cell potential, Rljswijck first defines 
the W-potential as the sum of the two-distance to 
each white (vertical direction of play) edge. Cells 

2http:/ /www.playsite.com/games/boa.rd/bex 

with the lowest W-potential come closest to form-
ing a spanning path between white's edges. The 
B-potential is similarly defined as the sum of two-
distances to the black (horizontal direction of play) 
edges. Cells with both a low W-potential and a 
low B-potential simultaneously help to connect the 
player and block the opponent, hence the total po-
tential for a cell is the sum of it's W-potential and 
the B-potential. 
The total potentials are also used to help focus the 
search on interesting branches. H we assign a cost to 
each move, and fix a limit to total cost of a search 
line then we have a search variation called 'Sex 
Search', whose effect is to explore branches with 
interesting moves more deeply. Rijswijck uses cell 
potentials to calculate the cost function so that a 
move in a cell with low potential costs less. 

3.3.2 Hexy 

Hexy was the winner of the first Hex tournament 
held during the 5th Computer Olympiad in London 
on August 24-25, 2000 [2]. It won all its matches 
and demonstrated clear superiority of all of its 
competitors, including Queenbee. Hexy is currently 
the strongest known artificial Hex-playing program. 
It plays within the highest playsite scoring range. 
However, Hexy does not learn from its mistakes and 
once it has been defeated, it can easily be beaten 
again using the same strategy. Experienced human 
players can beat Hexy by following a defensive strat-
egy with a high tendency _of blocking Hexy's moves. 
In three papers Anshelevich [1, 2, 3] describes the 
approaches implemented in Hexy. He defines an al-
gebra of virtual connections which include AND and 
OR deduction rules. These allow for more complex 
virtual connections to be build, starting from ba-
sic ones. This is accomplished using an iterative 
method Anshelevich calls H-search [3]. It searches 
for virtual connections in the set of sub games of a 
Hex position. Since H-search is not able to discover 
all virtual connections Hexy employs a combination 
of H-search and selective (a-(3)-search. The evalua-
tion function is based on the electrical resistor cir-
cuit representation. 
The program has two parameters, Nand D, which 
must be carefully balanced. N represents the max-
imum number of different virtual connection with 
the same ends and is an indirect measure of the 
depth of virtual connections. D is the depth of the 
( a-(3)-search-tree. It is not surprising that Hexy per-
forms best in a practical situation with a strict time 
limit with a large value of N and small D. This 
is because the intelligence used in creating virtual 
connections for each node in the game-tree greatly 
outweighs the cost of the time taken to build them 
and even with a shallow depth, Hexy can foresee fu-
ture patterns in a position 20 or more moves deep. 
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4 More Concepts for an Arti-
ficial Player of Hex 

In the following subsections we introduce a num-
ber of new concepts as they were implemented in 
our artificial Hex player called Mops. It employs 
(a-t3)-minima.x search combined with an evaluation 
function using features based on the connectibility 
matrix which will be introduced below. For sim-
plicity we will from now on assume that the black 
player plays horizontal and first. Our aim with Mops 
was to design an artificial player which has a clear 
design and is suitable for machine learning experi-
ments with the M!Hex server. Strength of play was 
not the primary aim. 

4.1 The Evaluation Function 

The evaluation function of Mops is a linear com-
bination of the board features similar as the stan-
dard approach described by [36] for Chess. Each 
raw feature was scaled to a real value in the inter-
val [-1, 1]. If the feature was close to +1 it indi-
cated an advantage for the horizontal player, while 
a feature value close to -1 indicated an advantage 
for the opponent. This resulted in a feature vector 
f = Cfo, ... , fm-1) E [-1,1jm. After the linear com-
bination of the features was calculated a hyperbolic 
tangent function at the output node was applied. 

4.2 Connectibility 

The concept of connectibility can be used to de-
scribe the situation of each of the pieces and holes 
of the Hex board, in relation to each other and to 
the edges of the board. 
Definition: If x is a black or a white cell and if 
dir E { S, N, W, E} is one of the opponents edges 
of the board, then the connectibility of point x in 
direction of edge dir is defined as 

cb(x, dir) := oo3 
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cb(x, S) and cb(x, N) . Let 'H. = (x;; ), where 
x;; E {black, white, empty} be the matrix of 
values that represent a Hex position. Then the con-
nectibility matri.:z; of a Hex position consists of the 
four arrays (cb(xi;, W)), (cb(xi;, E)), (cb(x;;, S)) 
and (cb(xi;, N)). Pseudocode of an algorithm to 
calculate and update the connectibility matrix is 
included in Table 4. 

4.3 Features for HeX' 

The features employed by Mops are based on the 
connectibility values for each hole. The non-infinite 
connectibility values are integers which range be-
tween 0 and the maximum possible path length 
which is always below n2 , where n is the board 
size (i.e., the edge length of the board). The main 

Figure 3: Main (or short) diagonal V of a Hex 
board. 

(short) diagonal elements of a Hex position (Fig-
ure 3) are of key importance. Let us denote the set 
of elements on the main diagonal of the board by V. 
Every connecting path has to cross V. As soon as for 
one of the diagonal elements the two connectibility 
values relevant for one of the player approach zero, 
this player is likely to get a connected path and to 
win the game. For the horizontal player the relevant 

Otherwise, if x is a black or a white cell and if dir connectibility values are the West and the East con-
is one of the player's own edges of the board then nectibility and for the vertical player they are the 

South and North connectibility. In case of a win at 
cb(x,dir) := min{#pieces to connect x to edge dir} least one of the diagonal elements must have two 

zero connectibility values, either in the horizontal 

If xis empty and dirE {S, N, W, E}, then 

cb(x,dir) := 1 +min{cb(q,dir); q adjacent to x} 

= 1 + min {#pieces to connect x to edge dir} 

or vertical direction. 
Features can be defined either independently of the 
board size or dependent on the board size n. If we 
simply take all connectibility values of all holes as 
features, the number of features would grow pro-

That is, each point x of a Hex position has associ- portional to n2
• 

ated four connectibility values cb(x, W), cb(x, E), We will discuss two types of features: 
3Jn the computational model the value oo is usually rep-

resented by an appropriately large integer number. 1. Minimum connectibility over a set of cells. 
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updateConnnectibilityWest{ · 

int conLevel = 1; 
Let front, frontSeed and frontOld be sets; 
frontSeed := {All empty and black points of the 1st column}; 

while{frontSeed is not empty) { 
copy front into fruntOld and clear front; 

for( all points x in frontSeed) { 
if(x is empty) 

add x to front; 
else if(x is black and x is not in frcmtOld) { 

component(x) := connected path component of x; 
for(all points y in component(x)) 

cb(y, W) = ccmLevel- 1; 
Add component(x) to frontOld; 
collar := {Set of all empty points adjacent 

to component(x)}- fruntOld 
Add collar to front: 

} I I end else if 
} I I end for 

if(front is not empty) { 
for(all points x in front) 

cb(x, W) = conlevel; 
conLevel++ ; 
frcmtSeed = {Set of all empty and black points 

adjacent to front} - frontOld; 
} else clear frontSeed; I I end if else 

} I I end while 
} 

Table 4: To update the connectibility matrix of a Hex hoard first all connectibility values are reset. Then 
the above function updateConnectibilityWest updates the West connectibility cb(x, W) for each point x of 
the board. This function generates contour levels of equal West connectibllity (called front in the above 
pseudo code) . It starts with the empty and black points in first column on the West side of the board 
and then moves the front towards the East side of the board while increasing the corresponding values 
of West connectibility ( conLevel) accordingly. Similar functions for the other three directions update the 
East, South and North connectibility. 

2. Number of elements with low connectibility 
within a set of cells. 

These features are evaluated on two regions of the 
Hex board: 

1. 1) = Main (or short) diagonal of the board. 

2. A C-region which is different for the vertical 
and the horizontal player and consists of two 
partial rows for the vertical player and two par-
tial columns for the horizontal player : 

(a) For the vertical player: C.,= Row elements 
close to the corners opposite to the main 
diagonal as shown in Figure 4. Figure 4: Hex board with region C, covered by black 

pieces. 
(b) For the horizontal player: C,. = Column 

elements close to the corners opposite to 
the main diagonal which are a reflection 
of C,. 

We now describe the above mentioned features in 
more detail: 
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4.3.1 Minimum Connectibility over a Set of 4.4 
Holes and Pieces 

Determining the Winner and the 
End 

If for at least one element p E V 
cb(p, H ori) .- cb(p, W} + cb(p, E) is zero 
then the horizontal player has a connected path. 
And if cb(p, Vert) := cb(p, S) + cb(p, N) is zero for 
at least one element p E V then the vertical player 
has won. Consequently the two values 

minHori(V) = min{cb(p,Hori);p E V} 
minVert(V) = min{cb(p, Vert);p E V} 

indicate how close a player is to winning or los-
ing a game. minHori(V) and minVert(V) start at 
a high value (e.g. machine in£nity) for the empty 
board and then can change their value until one of 
them reaches 0 at the end of the game. Their value 
is always below 2 · n2 for their own direction or 
'infinite' for the opponent's direction. 
Similarly the minimum connectibility can be taken 
for the two other above defined sets Ch and Cv. 

4.3.2 Counting Elements with Small Con-
nectibility Values 

While the first type of feature takes only the best 
path candidate into account the value of a posi-
tion can often improve when more than one good 
path candidate is available. Hence the connectibil-
ity values of the other diagonal elements are im-
portant, too. Several diagonal elements with small 
connectibility values can indicate that either a po-
sition has a path along the diagonal or that more 
than one path is close to full connection. The latter 

An algorithm to determine both the end and winner 
of a game can use the fact that for at least one 
of the winner's pieces on the pieces p on the main 
diagonal either cb(p, Vert) or cb(p,Hori) must be 
zero. And the colour of that piece is the colour of the 
winner. However, since the calculation for updating 
connectibility values is computationally expensive, 
a faster algorithm without connectibility values, as 
shown in Table 5, is recomended . 

Let c be the colour of the last move. 

if( main diagonal doesn't contain colour c) 
then return zero 

I I The player cannot have completed a 
I I connecting path. The game is not over. 

else expand the component of the last move 
so that it contains all adjacent pieces 
of the same colour; 
if( the component contains either 

a piece of each the most Westward 
and the most Eastward column 
or a piece of the most Southward 
and the most Northward row.) 

then return c; I I colour of the winner 
else return zero; I I game is not over. 
end If 

end else 

Table 5: An algorithm to determine the end of a Hex 
game and who is the winner. 

The MIHex System 
is strategically an advantage because, if one of the 
paths is blocked by the opponent, the other path 5 
might still be able to be successfully used in com-
pleting the connection. To build a path along the 
diagonal is sometimes a good strategy, too. There-
fore it is sensible to take the number of elements on 

This section briefly describes the structure of our 
implementation of the MIHex system including the 
central server and a simple artificial player (Mops). 
The system has an object-oriented design and is 
implemented in the programming language Java. 

the diagonal which have a small connectibility as a 
separate feature. We define them separately for the 
horizontal and the vertical directions on a board of 
size n: 

smallCbH(V) := #{x; cb(x, Har:i) ~ -i /1. x E V} 

smallCbV(V) := #{x; cb(x, Vert)~~ /1. x E V} 

These two features can maximally reach the board 
size n. The connectibility of a cell in the areas Cn 
and Cv can provide information about an already 
established path component or an obstacle in this 
area. Due to the long distance to the main diago-
nal these values might be good additional features . 
The values smallCbH(Cn) and smallCbV(Cv) are 
defined similarly as above. 

The MIHex system is a client-server architecture as 
shown in Figure 5. The server component referees 
and co-ordinates Hex games and tournaments be-
tween the client player modules, who implement the 
logic that forms their Hex strategy. The server and 
client modules communicate via Hex signals, a pro-
tocol based on sockets that enables language inde-
pendent player implementations; but clients never 
directly communicate to each other. 

5.1 Server 

Central to the MIHex system is the server, charged 
with two sets of responsibilities: refereeing individ-
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Figure 5: The Hex System is composed of a server 
module and client player modules. 

ual Hex games, and coordinating the tournaments. 
When running a game the server assigns the sides 
(horizontal and vertical), and starting with the hor-
izontal player it prompts the two players for moves 
in alternate fashion until one player either wins or 
resigns. The server's responsibilities when running 
a tournament are 

• Ranking each player in the tournament based 
on win/loss ratio. 

• Summary of results for each individual player. 

• Save a record of each game played. 

• Display picture of the board at the conclusion 
of each game. 

The M!Hex server was designed so that players writ-
ten in different programming languages can com-
pete with each other. For example Java and C++ 
players can connect via sockets to the server and 
participate in a tournament of artificial players. 

5 .1.1 Referee 

A game between two players is coordinated by a 
referee class. The referee provides the board for the 
game and starting with the horizontal player he al-
ternately allows each player to make a move until 
he decides which of the players has won. 

5.1.2 The Hex Signals 

The communication protocol, implemented with 
sockets for language and platform independence, 
consists of two sets of predefined signals. The first 
set consists of seven signals that are sent from the 
referee at the Hex server to the players; they are 

1. Reset. Notifies the player that a new game is 
about to start. 

2. Opening. Request the player to make an open-
ing move. This signal implicitly identifies the 
player as the horizontal one. 

3. Swap. Notifies the player that the opponent has 
made a swap move and request the player's 
next move. 

4. Move. Notifies the player of their opponent's 
move and requests the player's next move. 

5. Win. Notifies the player that they have won 
the game. 

6. Loss. Notifies t}le player that they have lost the 
game. 

7. Finish. Notifies the player that a tournament 
has finished. 

The second set of signals are sent from the player to 
the server; there is a signal for each possible move, 
and an additional Quit signal that facilitates player 
resignation. 

5.2 Artificial Players 

Artificial players for the M! Hex system can have very 
different designs. A typical design is displayed in 
Figure 6. This player has its own copy of the board 
which it can use to place candidate moves, and an 
evaluator that rates the resulting position. The eval-
uator, in turn, decomposes a position into a feature 
vector that, for example, is fed into a neural net-
work. Our client player, Mops, had a method called 

position evaluation 

trainable evaluator 

Figure 6: UML class diagram showing the classes 
that participate in position evaluation. 

makeMove. When given a board position it returns 
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a valid move to the referee and puts the correspond-
ing piece on the board. To decide on a best move it 
employs an (a-.B)-minimax: algorithm with a fixed 
degree and a maximum depth. The basic move gen-
erator generates a list of candidate moves in the 
neighborhoods of the last two moves. There are 
twelve adjacent holes building the hexagons which 
directly encircle the last two pieces. Then there are 
additional twelve holes which contain all possible 
bridge moves, that is, members of a larger second 
row neighborhood which encircles each of the last 
two pieces. In Figure 7 examples of bridge-moves 
and adjacent-moves on a (12 x 12)-Hex board are 
displayed. The set of black pieces around cell 'p' 
contains all possible six bridge-moves which would 
establish a two-bridge with cell 'p'. The adjacent 
pieces around cell 'q' build a small hex. It consists 
of all six possible moves from 'q' to adjacent holes: 
If there are not enough free holes available in these 
four neighborhood rings then a number of random 
moves is generated as long as there are any free 
holes remaining on the board. 

Figure 7: Examples of bridge-moves are the black 
pieces encircling element 'p' and examples of 
adjacent-moves are the black pieces encircling el-
ement 'q'. 

The order of the moves in the move list is crucial 
for efficient pruning of the game tree. If the first 
move in the list is the best, then a lot of time is 
saved (cf. [31)). Methods for move ordering can in-
clude preference of moves in direction of the current 
players edges. Mops followed the above outlined de-
sign and employed an evaluation function based on 
the connectibility matrix and the features described 
in Section 4.3 

5.3 Machine Learning Experiments 

The MIHex system can be used as framework for 
experiments in machine learning. For the present 
study a number of training experiments with an 
adaptive version of Mops were conducted. The 
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learning system implemented for Mops consisted of 
a combination of TDLeaf( >.) and evolutionary hill 
climbing, as explained in Section 2.3. The aim of 
these pilot experiments was to demonstrate that the 
player implementation of Mops is able to improve 
performance during training. For this purpose Mops 
was trained in selfplay. A typical training result is 
displayed in two types of graphs in Figure 8 

1. Parameter development: In the upper graph 
he development of the 8 parameters is moni-
tored during training. The horizontal coordi-
nate is the number of games and the vertical 
coordinate is the size of the parameters. Each 
parameter weights a different feature in the 
linear combination of the evaluation function. 
The thick lines display parameters belonging 
to features of the horizontal direction and the 
thin lines belong to features of the vertical di-
rection. The smooth changes of the parame-
ters are caused by the reinforcement learning 
algorithm. The steps-like jumps correspond to 
mutations of the evolutionary hill climbing al-
gorithm. 

2. Averoge of wins per interval: The two grey bar 
diagrams show how the performance of Mops 
changes with the number of games. The height 
of each bar is the average number of wins Mops 
had achieved during a certain number of games 
which correspond to the bar's width. An in-
crease in height of the bars from the left to the 
right indicates progressive learning of Mops. 
The upper bar diagram in Figure 8 averages 
over 20 games and the lower diagram averages 
over 100 games. 

Training parameters for all experiments were iden-
tical only the seed for the random number generator 
was different for each experiment: 

• C¥EHC = 0.005 (step size for EHC) 

• lifetimeEHC = 10 (update interval of EHC) 

• O!TD = 0.0001 (step size for TDLeaf) 

• "{TD = 0.5 (discount factor for TDLeaf) 

• >.r D = 0.5 (trace decay parameter for TDLeaf) 

• search depth of game tree = 2 

• degree of the game tree = 24 

In average most training experiments demonstrated 
slow learning over a period of about 200 games. 
This number of games is comparable with the ex-
periments of Bax:ter [5] on Chess where TDLeaf(>.) 
was employed to tune an already well-playing set of 
weights. 
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Figure 8: Training of Mops on the size 12 board improves its performance. The average performance 
during the second hundred games is better than during the first hundred games. 

We also had performed some example tests with 
longer training time, however we observed that 
learning stagnated after 200 games. An explana-
tion why learning does not improve further after 
a certain number of games, is that in our current 
system winning a game heavily depends on which 
player makes the first move and also on the selec-
tion of random moves. Therefore even if one of the 
players has better weights, that is, it has learned to 
play better, it will still loose a certain percentage of 
games. Responsible for that to happen is in partic-
ular our design of the evaluation function and the 
dynamics of Hex. 
Future experimental investigation of machine learn-
ing within the M !Hex project might address the fol-
lowing research questions: TD-learning was success-
fully used for backgammon but so far not for the 
game of Go. How well does it perform for Hex ? Can 
TDLeaf(>.) overcome the difficulties which standard 
temporal difference learning experienced on these 
types of tasks ? When using a learning algorithm, 
is it better to use on-line updating instead of off-line 
weight updates ? 

6 Machine Intelligence for 
Hex as a Student Assign
ment 

The MIHex System was used to help students to 

ertheless good Hex strategies are non-trivial to de-
vise, making it important to construct a solution 
through effective combination of the machine intel-
ligence techniques. 
For example, the large branching factor of Hex 
presents a problem to search approaches, ruling out 
a complete search approach for starters. If the Hex 
player is to search deeply it must have effective 
rules for which moves to consider searching under, 
and it would also want a computationally inexpen-
sive evaluation function. A shallower but broader 
search is another possibility, though then the evalu-
ation function would need to be more accurate (and 
would probably be more expensive too). Any suc-
cessful Hex program must solve issues like these. 
Students of an undergraduate Machine Intelligence 
course were given an assignment to implement a 
Hex client player. Using a scaled down and platform 
independent distribution of the Hex server, they de-
veloped their player in Java, C/C++ or any other 
language so long as it conforms to the Hex signal 
protocol; as a starting point, source code for a player 
that makes random moves was provided. After im-
plementing their player, they then had access to a 
measure of its performance in the form of a rank-
ing in a round robin tournament of all the student 
players. 

7 Discussion and Conclusion 

gain practical experience of techniques used for ma,.. The present paper gave a comprehensive overview 
chine intelligence. Hex is a game with simple rules, of the M !Hex project. It surveyed techniques for de-
so students can focus on building strategies. Nev- signing artificial players for Hex and covered some 
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standard machine intelligence methods for games 
as well as techniques specific to Hex. Techniques 
used by the currently best Hex playing programs 
were addressed and new concepts for board eval-
uation and feature design were introduced. These 
techniques might contribute to design a future pro-
gram that could beat the currently best artificial 
players. 
While He:cy and Queenbee are very strong Hex play-
ers, our player Mops was designed as agent for 
machine learning experiments and plays currently 
much weaker than the other two programs. How-
ever, the three board evaluation methods, electrical 
resistor circuits, potentials based on two-distance, 
and connectibility matrix, which were employed by 
Hexy, Queenbee and Mops, respectively, share some 
similarity. Although if Hexy is . currently the best 
playing program it is not clear which of the three 
evaluation methods is best. Also it is not yet clear 
whether a combined approach of all three methods 
would bring some advantage and how the different 
features interact. 
The paper also described how to design a learn-
ing player for Hex. The learning player employed 
a combination of a special version of temporal dif-
ference learning and evolutionary hill climbing. Its 
learning behaviour was demonstrated in some pilot 
experiments. Future research can employ the MIHex 
framework for testing and training adaptive artifi-
cial Hex players. 
The last section was about educational aspects of 
the M!Hex project for a course in machine intelli-
gence. We observed that students were very moti-
vated when working on the Hex project. The project 
offered them fast access to the frontier of research 
in Machine Intelligence. 
The M !Hex game server offers the possibility of cross 
University Hex game competitions and research col-
laboration on machine learning experiments. 
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Introduction 

There are many different artificial intelligence (AI) 

techniques in use in modern computer games. The most 

prevalent techniques include finite state machines, 

scripting, agents and flocking. These techniques are well-

established, simple and have been successfully employed 

by game developers for a number of years. Additionally, 

the use of fuzzy logic and fuzzy state machines as an 

alternative to finite state machines is starting to become 

widely accepted and commonplace, as is the addition of 

extensible AI for games. Finally, there are a few game 

developers that are venturing out to try new and interesting 

techniques, which have not been possible until recently, 

due to processor constraints. These techniques include 

decision trees, neural networks and genetic algorithms. 

This review will explore each of these techniques and their 

applications in industry and in computer games. Each 

technique will be introduced, the possibilities and 

boundaries of use of the technique in industry and games 

will be given and the use of the technique in current games 

will be explained. Additionally, an appendix is included 

that provides a summary table of the advantages, 

disadvantages and applications of these techniques. 

Finite State Machines 

Finite State Machines (FSMs) are used more frequently in 

computer games than any other AI technique. This is 

because they are simple to program, easy to understand 

and debug, and general enough to be used for any problem 

[37). The idea of an FSM is to divide a game object's 

behaviour into logical states so that the object has one state 

for each different type of behaviour it exhibits [36). An 

FSM can be any system that has a limited number of states 
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of operation. An FSM may not always provide the optimal 

solution, but it generally provides a simple solution that 

works. Furthermore, a game object that uses an FSM can 

also use other techniques such as neural networks or fuzzy 

logic [36]. 

In general, game AI focuses on creating the appearance of 

intelligence [21]. In many games it comes down to what 

the player perceives and whether they are convinced that 

the AI is behaving. reasonably. Often, the use of more 

advanced algorithms and techniques is not possible, due to 

computation or other constraints, and in these 

circumstances a simple solution such as an FSM is 

desirable. Furthermore, if the simplest technique works for 

the problem, then the use of advanced techniques is not 

necessary, especially if it won't give better results. 

Some problems with using FSMs are that they tend to be 

poorly structured with poor scaling, so that they increase in 

size uncontrollably as the development cycle progresses. 

These properties tend to make FSM maintenance very 

difficult. Furthermore, FSMs in games tend to include 

states within states, multiple state variables, randomness in 

state transitions and code executing every game tick within 

a state [37]. Consequently, game FSMs that are not well 

planned and structured can grow out-of-hand quickly and 

become very challenging to maintain. 

When making an FSM for a game, the developer needs to 

anticipate, plan and test the elements on which the player's 

attention might possibly be focused. The more the 

developer can anticipate, the more immersive the 
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environment will be for the player. For game AI, the 

possible ways in which to use an FSM are endless. It could 

be used to IMnage the game world or maintain the status 

of the game or game object. An example is modelling unit 

behaviour in a real-time strategy game. Alternatively, it 

could be used to parse input from the human player or 

even to simulate the emotion of a non-player character 

[13]. For example, an FSM could be used to represent a 

monster with emotional states such as berserk, rage, mad, 

annoyed and uncaring. In each of these states, the game AI 

would do something different to reflect the monster's 

changing attitude. In this case, an FSM would be used to 

manage the monster's attitude and the transitions between 

states based on the input from the game. Different inputs 

in this example could include information about the 

player's actions, such as whether they have come into view 

of the monster, attacked the monster or run away. Also, 

information about the monster would also be important, 

such as whether the monster has been hurt or healed. 

These variables form the input to the FSM and based on 

the input values and the monster's current attitude, the 

monster's attitude will change, or transition, to another 

state. 

FSMs are used in most commercial computer games, some 

examples are Age of Empires, Enemy Nations, Half-Life, 

Doom and Quake. Specifically, Quake 2 uses nine 

different states for each character. These states are 

standing, walking, running, dodging, attacking, melee, 

seeing the enemy, idle and searching. In order to form an 

action, these states may be connected together. For 

example, in order to attack the player, the states could first 
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go from 'idle' to 'run' to allow the attacker to get closer to 

the player, then switch to 'attack' [17]. 

FSMs are by far the most popular type of artificial 

intelligence in modem games. This is due to how easily 

FSMs can be understood and programmed [33]. FSMs are 

amongst the simplest computational devices. Also, they 

have a low computational overhead and can be used as 

core modules of agents. Most importantly, they give a 

large amount of power relative to their complexity [10]. 

These attributes make FSMs ideal for the conditions of 

game AI development, which involves limited 

computational resources and, as the AI is usually one of 

the last things to be implemented, limited development and 

testing time. It will be a long time before game developers 

abandon the FSM in search of other, more advanced 

techniques. Most likely, this transition will include an 

FSM backbone with neural nets or fuzzy logic for 

specialised components of the Al. 

Agents 

Intelligent agents are software agents that perceive their 

environment and act in that environment in pursuit of their 

goals. Examples of intelligent agents include autonomous 

robots in a physical environment, software agents with the 

internet as their environment or synthetic characters in 

computer games and entertainment [28]. Agents usually 

integrate a range of competences, such as goals, reactive 

behaviour, emotional states and the consequent 

behaviours, natural language, memory and inference. 

Agents are central to the study of many problems in AI, 
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such as modelling human mental capabilities and 

performing complex tasks [28]. 

Games are ideal environments for agents as they provide 

realistic environments in which only limited information is 

available and where decisions must be made under time 

and pressure constraints [28]. Generally, agents in games 

are sets of FSMs that work on their particular problems 

and send messages to each other. Alternatively, an agent 

could be a set of fuzzy state machines, neural networks, 

genetic algorithms or any combination of some or all of 

these techniques. 

Important decisions that need to be made when designing 

an agent is the architecture and whether the agent is to be 

reactive, goal-directed or some combination of the two. A 

purely reactive agent is suited to highly dynamic 

environments where little information about previous 

actions and states is necessary. At the other extreme, a 

purely goal-directed agent is suited to a static environment 

where planning and considering previous moves are highly 

desirable. For example, a monster in a frrst-person shooter 

or a role-playing game would be more suited to simply 

reacting to what is currently happening in the game. 

However, an agent governing the strategy for the AI in a 

strategy game needs to carefully plan its moves depending 

on what has happened so far in the game. 

A good architecture for a real-time strategy agent is 

necessary to ensure success. For example, in the game 

Empire Earth, the AI consists of several components called 

managers. Each manager is responsible for a specific area 

Volume 8. No. 1 Australian Journal oflnte!lif!enl Information Processinf! Svstems 



28 

in the management of the computer player. In Empire 

Earth, there are managers for the civilisation, building, 

units, resources, research and combat [40]. The civilisation 

manager is the highest level manager and is responsible for 

the development of the computer player's economy and 

the coordination between the other managers. The other 

managers have lower-level duties and send requests and 

reports to each other. This forms a well-structured agent 

that provides for maintenance and extensibility. 

In summary, an agent's job in a computer game is to make 

decisions and perform tasks to achieve some set of goals, 

as does a human player. Every game that includes AI can 

be said to be using an agent of some form. However, the 

important question is whether the agents are well designed 

and structured, or put together ad hoc as development 

progresses. The latter case is true in most games that build 

FSM components as necessary, without any real prior 

planning. Unfortunately, these agents do not provide the 

power, extensibility and maintainability of a well-

structured agent, such as the one used in Empire Earth. An 

agent that is structured and decomposed into 

communicating layers or modules has a large advantage 

over any agent that consists of one or two enormous state 

machines that grow uncontrollably throughout the 

development process. 

Scripting 

A scripting language is any programming language created 

to simplify any complex task for a particular program. It is 

a fourth generation language that is used to control the 
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game engine from the outside. The scope of a scripting 

language can vary significantly depending on the problems 

it is designed to solve, ranging from a simple configuration 

script to a complete runtime interpreted language [35]. 

Scripting languages for games, such as Quake's QuakeC 

or Unreal's UnrealScript, allow game code to be 

programmed in a high-level, English-like language [25]. 

They are designed to simplify some set of tasks for a 

program and hide many complicated aspects of a game [5], 

thus allowing non-programmers, such as designers and 

artists, to write script for the game. During development, 

the designers use scripting to implement stories [35], while 

artists use scripting to automate repetitions tasks, do things 

that the computer can do better than humans and add new 

functionality [41]. After the game is shipped, mod groups 

and hobbyists write scripts if the scripting system has been 

exposed to the public [35]. However, as with FSMs, 

scripting languages are deterministic and they require the 

game developer to hard-code character behaviour and 

game scenarios. Therefore, the developer must anticipate 

and hard-code each of the situations the player might be in. 

The uses of scripting languages in games vary from simple 

configuration files to entirely script-driven game engines. 

The common uses include creating events and opponent AI 

for the single-player mode of the game. Also, in single-

player mode, they can be used to tell the story of the game 

and control the player's enemies [35]. A first-person 

shooter game could use scripting to create a monster's AI. 

Alternatively, a real-time strategy game might use 

scripting to define how spells function or to define a quest 
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or part of the game story. Also, scripting can be a very 

powerful tool in massively multiplayer online games 

(MMOGs). In MMOGs, scripting can be used for hiding 

the details of dealing with multiple servers in a server 

farm, simplifying sending network events to a client. Also, 

scripting languages can handle saving an object's state 

automatically. In role-playing games scripting can be used 

to define simple conversation trees for a non-player 

character. Finally, a scripting language could even be a 

complicated object-oriented language that controls every 

aspects of gameplay [5]. 

Many commercial games have used scripting for some, if 

not all, of the game AI. Games that have successfully used 

scripting, whether it was a custom-made scripting 

language or an off-the-shelf language, include Black & 

White, Unreal, Dark Reign and most of the games 

developed by BioWare. 

The game Black & White used a custom scripting 

language to present the game's storyline through a set of 

'Challenges', which served to advance the storyline, give 

the player an opportunity to practice their skills, and 

entertain the player [3). The Challenge language was 

developed to implement the logic and cinematic sequences 

for the Challenges and allowed the game developers to 

experiment independently of the programmers. Also, as 

the script was independent of the data structures and game 

code, it was less likely that a bug in the script would cause 

the game to crash [3). 
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The games developed by Bioware using their Infinity 

Engine, including Baldur's Gate, Baldur's Gate 11, 

Planescape: Torment and Icewind Dale, all used a custom 

scripting language called BGScript. BGScript 

implemented a very simple syntax in which the scripts 

consisted of stacked if/then blocks with no nesting, loops 

or other complicated structures. It was designed 

fundamentally as a simple combat scripting language. 

However, it was also used for simple, noncombat creature 

scripting, trap and trigger scripting, conversation and in-

game movies [6]. In Baldur's Gate, players are able to 

directly edit scripts that control the actions of their non-

player characters. All non-player characters have their own 

AI scripting, outlining their basic reactions to basic 

situations and at anytime the player can override what the 

non-player character is currently doing [45]. Bioware's 

most recent game, Neverwinter Nights, used a scripting 

language call NWScript. NWScript was designed to 

include the features from BGScript, as well as spells and 

pathfinding around doors. Both BGScript and NWScript 

were designed to be used by the end user. Also, Bioware's 

game MDK2 and the LucasArts game Escape From 

Monkey Island both used the Lua scripting language, 

which was heavily modified by the game developers to 

give the desired behaviour [6]. 

Scripting, similar to FSMs, is a favourite tool of game 

developers and will be a part of game development for a 

long time to come. Scripting languages are ideal for games 

as they are suitable for non-programmers, such as 

designers, artists and end users. Therefore, the designers 

and artists can implement sections of the game 
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independently of the game programmers and that end users 

can make their own mods for the game. Also, scripting 

languages are generally separate from the game's data 

structures and codebase and thus provide a safe 

environment for non-programmers and end users to make 

changes to the game, so that bugs in the script will not 

cause the game to crash. Many commercial games use 

scripting to some degree and most developers report 

success when they customise their own scripting tools. 

Fuzzy Logic 

Fuzzy Logic is unlike traditional Boolean logic in that it 

allows intermediate values to be defined between 

conventional values such as yes/no or true/false [4). 

Consequently, "fuzzy" values such as 'rather hot' or 'very 

fast' that are used to describe continuous, overlapping 

states can be used in an exact mathematical way [29]. 

The benefit of Fuzzy logic is that decisions can be made 

based on incomplete or erroneous data that cannot be used 

in Boolean logic [25]. The power offuzzy logic lies in the 

ability to represent a concept using a small number of 

fuzzy values [2), whereas in Boolean logic every state and 

transition needs to be hard coded. Fuzzy logic can be 

applied to the areas of decision making, behavioural 

selections and input/output filtering [25] and has been used 

in tools for controlling subway systems, industrial 

processes, household and entertainment electronics and 

Fuzzy logic is applicable when there is no simple 

mathematical model that can solve the problem, when the 

processing ofexpert knowledge is required and for highly 

nonlinear problems. However, fuzzy logic is not ideal 

when conventional methods yield a satisfying result, when 

there is an existing mathematical model that already solves 

the problem or when the problem is not solvable [4]. In 

short, if there is already a simple solution that satisfies a 

problem then there is no need to complicate things. 

However, if the problem is non-linear or there is no simple 

solution, then fuzzy logic may be appropriate. 

According to Zarozinski [47], fuzzy logic makes its way 

into most computer games. However, its role in games 

usually doesn't exceed complex if-then-else statements due 

to the complexity of creating a fuzzy logic system from 

scratch. A game AI engine can use fuzzy logic to fuzzify 

input from the game world, use fuzzy rules to make a 

decision and output fuzzy or crisp values to the game 

object being controlled [25]. Fuzzy logic can prove 

especially useful in decision-making and behaviour 

selection in game systems [1]. Also, it can be used for AI 

opponents to determine how frightened they are of the 

player, for non-player characters to decide how much they 

like the player, for flocking algorithms to see how close 

together the flock should stay or even for events such as 

how the clouds would move given the wind speed and 

direction [32]. 

diagnostic systems [29]. Commercial computer games that have made use of this 

technology include BattleCruiser: 3000AD, Platoon 

Leader and SWAT 2. BattleCruiser: 3000AD, developed 
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by Derek Smart, mostly uses neural networks to control 

the non-player characters in the game. However, in 

situations where neural networks are not applicable, it uses 

fuzzy logic. Also, the game SW AT 2, developed by 

Yosemite Entertainment, makes e~tensive use of fuzzy 

logic to enable the non-player characters to behave 

spontaneously, based on their defined personalities and 

abilities [45]. 

In summary, fuzzy logic is a superset of traditional 

Boolean logic, with similar rules and operations. The main 

difference lies in the use of Fuzzy Linguistic Variables 

(FLVs) that define a range of values to be used in place of 

crisp values. Consequently, a small number of FI..Vs and 

rules can be used in place of extensive, hard-coded 

Boolean rule bases. Fuzzy logic has many commercial 

applications and can be successfully applied in games for 

decision-making and behaviour selection. 

Fuzzy State Machines 

A fuzzy state machine (FuSM) brings together fuzzy logic 

and FSMs. Instead of determining that a state has or has 

not been met, a FuSM assigns different degrees of 

membership to each state. Therefore, instead of the states 

on/off or black/white, a PuS M can be in the states 'slightly 

on' or 'almost off'. Furthermore, a FuSM can be in both 

the 'on' and 'off' states simultaneously to various degrees. 

Therefore, in a game situation, a non-player character 

doesn't have to simply be 'mad' at the player. Instead, they 

can be 'almost mad', 'very mad' or 'raging mad' at the 

player, behaving differently in each situation [14]. Thus, 
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by using a FuSM, a character can have varying degrees of 

membership of a state assigned to it and these states do not 

have to be specific or discreet. The method for calculating 

these degrees of membership are determined by the 

programmer and plenty of game testing. 

In games, it is important that behaviour is not predictable. 

However, in FSMs, the requirement of determinism 

prevents variable behaviour from being exhibited, as they 

are composed of a large set of predetermined states and 

transitions. On the other hand, FuSMS are composed of 

fewer, non-deterministic transitions [10], allowing greater 

flexibility and variability with far fewer fuzzy states and 

transitions. 

A FuSM is an easy way to implement fuzzy logic, which 

can allow more depth in the representation of the concepts 

and relationships between objects in the game world. A 

FuSM can increase gameplay by allowing for more 

interesting and varied responses by non-player characters, 

which leads to less predictable non-player character 

behaviour. Therefore, the player can interact with non-

player characters that can be various degrees of 'mad', 

'wounded' or 'helpful'. This variability increases 

gameplay by adding to the level of responses that can be 

developed for the non-player character and seen by the 

human player. Also, a FuSM can increase replayability of 

a game by expanding the range of responses and 

conditions that the player may encounter in given 

situations during the game. Therefore, the player will be 

more likely to experience different outcomes in similar 

situations each time they play the game [ 14]. 
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FuSMs can be used in varying forms in different types of 

computer games. For example, a FuSM could be used in a 

role-playing game or first-person shooter for the health or 

hit points of a non-player character or agent [14]. In this 

case, instead of the finite states healthy or dead, a range 

could be used for the hit points that would allow the agent 

to be in the fuzzy states 'totally healthy', 'almost healthy', 

'slightly wounded', 'badly wounded', 'almost dead' or 

'dead'. In a racing game, a FuSM could be used for the 

control process for accelerating or braking an AI-

controlled car. So, the FuSM would allow various degrees 

of acceleration or braking to be calculated rather than the 

finite states of 'throttle-up', 'throttle-down', 'brake-on' 

and 'brake-off [14]. Furthermore, a FuSM is ideal for 

representing non-player character emotional status and 

attitude toward the player or other non-player characters. 

That is, instead of simply 'liking' or 'disliking' the player, 

the non-player character could have a range of emotional 

states from 'really liking' or 'rather liking' to 'slightly 

disliking' or 'violently disliking' the player. 

The games that have made use of FuSMs include 

Civilisation: Call to Power, Close Combat 2, Enemy 

Nations, Petz and The Sims. In Call to Power, FuSMs are 

used to set priorities for the strategic level AI, allowing the 

creation of new unit types and civilisations. Close Combat 

2 uses a FuSM that weights hundreds of variables through 

many formulas to determine a probability of a particular 

action [45]. 

In summary, FuSMs are a combination of FSMs and fuzzy 

logic, meaning that they consist of fuzzy states and fuzzy 
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transitions, rather than the usual finite set of crisp states 

and transitions. Consequently, FuSMs can represent a 

greater variation in states and transitions with far fewer 

variables and rules than in an FSM, where everything must 

be hard-coded. Most games that make use of FuSMs do so 

in combination with other techniques such as flocking, 

FSMs or neural networks. FuSMs are ideal for controlling 

the behaviour of game characters, giving greater variation 

in actions and reactions. 

Flocking 

Flocking is an AI technique for simulating natural 

behaviours for a group of entities, such as a herd of sheep 

or a school of fish [18]. Flocking, also known as swarming 

or herding, was developed by Craig Reynolds in 1987 [42] 

as an alternative to the conventional method of scripting 

the paths of each bird individually. Scripting, for a large 

number of individual objects, was tedious, error-prone and 

hard to edit. In flocking, each bird in the flock is an 

individual that navigates according to its local perception 

of its environment, the laws of physics that govern this 

environment and a set of programmed behaviours. 

Flocking assumes that a flock is simply the result of the 

interaction between the behaviours of individual birds. 

Also, flocking is a stateless algorithm, which means that 

no information is maintained from update to update [42]. 

Each member revaluates its environment at every update 

cycle. This reduces the memory requirements and allows 

the flock to be purely reactive, responding to the changing 

environment in real time. 
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Flocking has been used with great success in a variety of 

commercial titles. It can provide a powerful tool for unit 

motion and for creating realistic environments the player 

can explore [42]. For example, in a real-time strategy or 

role-playing game, flocking can be used to allow groups of 

animals to wander the terrain more naturally and for 

realistic unit formations or crowd behaviours [43]. For 

example, groups of swordsmen can be made to move 

realistically across bridges or around obstacles, such as 

boulders. Alternatively, in first person shooter games, 

monsters can wander the dungeons in a more believable 

fashion, avoiding players and waiting until their flock 

grows large enough to launch an attack. 

Apart from games, the possible applications of flocking 

include the visual simulation of bird flocks or fish schools 

in computer animation or the simulation of crowds of 

extras for feature films. For example, the movie Batman 

Returns made use of flocking algorithms to simulate bat 

swarms and penguin flocks [39]. Also, flocking could aid 

in predicting traffic patterns, such as the flow of cars on a 

freeway, or be used in the scientific investigation of flocks, 

herds or schools [38]. 

Many games have successfully used flocking to simulate 

the group behaviours of monsters and animals. Games that 

have used flocking include Half-Life, Unreal and Enemy 

Nations [45]. Half-Life uses flocking to simulate the squad 

behaviour of the marines, who run for reinforcements 

when· wounded, lob grenades from a distance and attack 

the player with dynamic group tactics. Unreal used 

flocking for many of the monsters as well as the other 
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creatures such as birds and fish. Enemy Nations used a 

modified flocking algorithm to control unit formations and 

movement across a 3D environment [42]. 

In summary, flocking is currently used widely in games 

where there are groups of animals or monsters that need to 

simulate life-like flock behaviour. It is a relatively simple 

algorithm and only composes a small component of a 

game engine. However, flocking makes a significant 

contribution to games by making an attack by a group of 

monsters or marines realistic and coordinated. It therefore 

adds to the suspension of disbelief of the game and is ideal 

for real-time strategy or first-person shooter games that 

include flocks, swarms or herds. 

Decision Trees 

Decision tree learning is a method for approximating 

discrete-valued target functions. It is one of the most 

widely used and practical methods for inductive inference 

[19]. Additionally, decision trees are robust to noisy data 

and missing values. Consequently, they are a standard tool 

in data mining. Decision trees are generally preferred over 

other nonlinear techniques due to the readability of their 

learned rules and the efficiency of their training and 

evaluation [7]. A decision tree acts as a predictor or 

classifier for classifying a particular example into one of a 

given set of classes. Each example is a description of an 

instance composed of a set of attribute-value pairs. Similar 

to biological trees, decision trees have a single root, which 

branches out into various subtrees, which in turn have 

subtrees, until terminating in leaves. 
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Decision trees are widely used in data mining, to find 

relationships in large sets of data and to predict future 

outcomes. They have been successfully applied to 

industrial applications in marketing, finance, 

manufacturing and health care. However, their use in 

commercial computer games so far has been limited. 

Decision trees are applicable in games where classification 

or prediction is required. For example, a character could 

use a decision tree to learn which of a set of actions will 

most likely have the best result in different situations. This 

learning could be achieved by using the example situations 

during play to build up a tree and then using the tree to 

estimate the best action to take. Alternatively, the tree 

could be pre-built before shipping and simply used for 

prediction, rather than learning. Another example would 

be to allow a character to learn about objects or other 

characters in its environment. The tree would be built of 

attributes of objects the character has encountered and 

their classification, or type. Then, given a new object, the 

character could predict what the object is and what to do 

with it. 

Decision trees are appropriate for problems in which the 

instances can be represented as attribute-value pairs. That 

is, the instances are described by a fixed set of attributes 

and their values. The easiest situation for decision tree 

data and large numbers of attributes. They do not require 

long training time to estimate and are easier to understand 

than other types of models, as the derived rules have a 

straightforward interpretation. 

The game Black & White allows the player to have a 

creature that could learn from the player and other 

creatures as the game progresses. Each creature has a set 

of beliefs based on a Belief-Desire--Intention architecture. 

A creature's beliefs about objects are represented 

symbolically as a list of attribute-value pairs and its beliefs 

about types of objects are represented as decision trees. 

The creature has opinions about what types of objects are 

most suitable for satisfying different desires [16]. The 

creature can learn opinions by dynamically building 

decision trees. The creature remembers the learning 

episodes and uses the attributes that best divide the 

learning episodes into groups. The algorithm used is based 

on Quinlan's ID3 algorithm [15]. For example, a creature 

learns what sorts of objects are good to eat by looking 

back at its experience of eating different types of things 

and the feedback it received in each case, such as how nice 

it tasted. The creatures tries to makes sense of this data by 

building a decision tree that minimises entropy, a measure 

of the degree of disorder of the feedback [16]. 

learning is when each attribute has a small number of In short, decision trees are straightforward tree-like 

possible values. Also, decision trees can only be used structures that are used for learning, classification and 

when the target function has discrete output values. This prediction. Although decision trees have not been used 

allows the decision tree to assign a classification to each widely in games, they are much simpler to implement, 

example, chosen from two or more possible classes [19]. tune and understand than other learning and classification 

Decision trees are robust in the presence of errors, missing techniques, such as neural networks. Therefore, they 
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should be one of the first nonlinear techniques to be 

trialled in future games and become used more widely. 

They are ideal for allowing a character to explore and learn 

about concepts and objects during the game. Alternatively, 

the decision tree could be built prior to shipping and used 

for a character's decision making. 

Neural Networks 

An Artificial Neural Network (NN) is an electronic 

simulation based on a simplified human brain. In an NN, 

knowledge is acquired from the environment through a 

learning process and the network's connection strengths 

are used to store the acquired knowledge [20]. 

Choosing the variables from the game environment that 

will be used as inputs is the most labour intensive part of 

developing an NN [30]. This difficulty is due to the fact 

that there is wealth of information that can be extracted 

from the game world and choosing a good combination of 

relevant variables can be difficult. Also, the number inputs 

needs to be kept to a minimum to prevent the search space 

from becoming too large [9]. Therefore, it is a good idea to 

start with the essential variables and add more if required. 

Choosing inputs that are poor representations of the game 

environment is the primary reason for failed applications. 

NNs are techniques that can be used in a wide variety of 

applications. Some common uses include memory, pattern 

recognition, learning and prediction. There are many 

commercial applications of NNs across various industries, 

including business, food, financial, medical and health 

35 

care, science and engineering [24]. Prominent companies 

that are using NNs include Microsoft, Sharp Corporation, 

Mars, Intel, John Deere, Mastercard, Fujitsu and Siemens 

[24]. Some examples of applications that NNs are being 

used for are predicting sales, handwritten character 

recognition for PDAs and faxes, odour analysis via 

electronic nose, stock market forecasting, credit card fraud 

detection, Pap smear diagnosis, protein analysis for drug 

development and weather forecasting. This list illustrates 

the wide variety of applications that can make successful 

use of NNs, and how their usefulness is only limited to 

what can be imagined. 

The computer game industry is no different from the 

industries mentioned above in terms of the variety of 

applications of NNs. A few applications are described by 

LaMothe [26], including environmental scanning and 

classification, memory and behavioural control. The first 

application, environmental scanning and classification, 

involves teaching the NN how to interpret various visual 

and auditory information from the environment, and to 

possibly choose a response. The second application, 

memory, involves allowing the AI to learn a set of 

responses through experience and then respond with the 

best approximation in a new situation. Finally, behavioural 

control relates to the output of the NN controlling the 

actions of the AI, with the inputs being various game 

engine variables. Also, the NN can be taught to imitate the 

human player of the game [31]. 

Basically, an NN can be used to make decisions or 

interpret data based on previous input and output it has 
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been given. The input can be seen as various games states, 

similar to that used by a state machine, and the output 

could be the action to be performed. The important 

difference is that the current state doesn't need to have 

been hard-coded. Instead, the NN makes the best 

approximation that it can, based on the states that it 

already knows about. This means that the NN will choose 

an action that would have been performed in a similar 

state. 

So far, game developers have been reluctant to allow a 

game to ship with the learning in NNs and other 

techniques "switched on", in case the AI were to learn 

something stupid [46]. Therefore, the developers that have 

used NNs in their games have not used them for learning, 

but rather trained them during development and locked the 

settings before shipping. Some examples of games that 

include NNs for various tasks include BattleCruiser: 

3000AD, Black & White, Creatures, Dirt Track Racing 

and Heavy Gear. 

In BattleCruiser: 3000AD (BC3K) the AI uses NNs to 

control the non-player characters as well as to guide 

negotiations, trading and combat [45]. It uses the 

development language AILOG (Artificial Intelligence & 

Logistics), which was created by the developer of BC3K, 

Derek Smart, and uses an NN for very basic goal oriented 

decision making and route finding, with a combination of 

supervised and unsupervised learning. In Black & White 

the player has a creature that learns from the player and 

other creatures. The creature's mind includes a 

combination of symbolic and connectionist 
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representations, with their desires being represented as 

NNs [15]. Finally, the Creatures series of games makes 

heavy use of Artificial Life techniques, including 

heterogeneous NNs, in which the neurons are divided into 

lobes that have individual sets of parameters. In 

combination with genetic algorithms, the creatures use the 

NN to learn behaviour and preferences over time. 

In short, NNs are techniques that can be used for a wide 

range of applications in many different environments. 

Several commercial games have used this technique 

successfully, with the most recent and prominent being the 

game Black & White. This technique's flexibility means 

that it has the potential to be applied in a wide range of 

situations in future games. Therefore, it is likely that NNs 

will play a bigger role in commercial games in the near 

future. 

Genetic Algorithms 

A Genetic Algorithm (GA) is an AI technique for 

optimisation and machine learning that uses ideas from 

evolution and natural selection to evolve a solution to a 

problem [8]. A GA works by starting with a small number 

of initial strategies, using these to create an entire 

population of candidate solutions and evaluating each 

candidate's ability to solve the problem. Gradually, more 

effective candidates are evolved over several generations 

until a specified level of performance is reached [27]. 

The possible applications of GAs are immense. Any 

problem that has a large enough search domain could be 
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suitable [22]. Traditional methods of search and 

optimisation are too slow in finding a solution in a very 

complex search space. However, a GA is a robust search 

method requiring little information to search effectively in 

a large, complex or poorly-understood search space. GAs 

are also useful in nonlinear problems [11]. There are many 

applications that can benefit from the use of a GA, once an 

appropriate representation and fitness function has been 

devised. An effective GA representation and meaningful 

fitness evaluation are the keys to the success of GA 

applications. The appeal of GAs comes from their 

simplicity and elegance as robust search algorithms, as 

well as from their power to discover good solutions rapidly 

for difficult high-dimensional problems. GAs are useful 

and efficient when domain knowledge is scarce or expert 

knowledge if difficult to encode to narrow the search 

space, when no mathematical analysis is available and 

when traditional search methods fail [12]. 

GAs have been used for problem solving and modelling, 

and applied to many scientific, engineering, business and 

entertainment problems [12]. Also, GAs have been 

extensively explored by academics. However, they are yet 

to become accepted in game development. They offer 

opportunities for developing interesting game strategies in 

areas where traditional game AI is weak. For example, a 

GA could be used in a real-time strategy game to adapt the 

computer's strategy to exploit the human player's 

weaknesses. This GA would need to consider things like 

how the player's base is set up, how well they can cope 

with multiple engagements, unit mobility and combined 

force flexibility. A GA could also be used in a real-time 
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strategy to define the behaviour of individual units rather 

than groups of units or the overall strategy [23]. 

Additionally, a GA could be used in a role-playing game 

or first-person shooter to evolve behaviours of characters 

and events [34]. For example, a GA could take the 

creatures in the game that have survived the longest and 

evolve them to produce future generations. This would 

only need to be done when a new creature is needed [25]. 

Furthermore, GAs could be used in games for pathfinding, 

in which the chromosome could represent a series of 

vectors and the fitness function could be the distance the 

sum of vectors is away from a target point [8]. 

The downside is that in game development AI has to fight 

with graphics and sound for scarce CPU time and 

resources. GAs are computationally expensive and the 

more resources they can access the better. Also, large 

populations and more generations give better solutions. 

Therefore, GAs are better used offline. One solution is that 

the GA could work on the user's computer while the game 

is not being played, utilising the computer's down time. 

Alternatively, all the work could be done in-house before 

shipping and then released with the parameters locked. 

Computer games that have used GAs include Cloak, 

Dagger, and DNA, the Creatures series, Return Fire II and 

Sigma. Cloak, Dagger, and DNA uses GAs to guide the 

computer opponent's play. It starts with four DNA strands, 

which are rules governing the behaviour of the computer 

opponents. As each DNA strand plays it tracks how well it 

performed in every battle. Between battles the user can 

allow the DNA strands to compete against each other in a 
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series of tournaments, which allows each DNA strand to 

evolve. There are a number of governing rules for DNA 

strand mutation, success and so on, and the player is able 

to edit a strand's DNA ruleset. The Creatures series of 

games makes more use of Artificial Life technology, such 

as GAs and NNs, than any other series of games. It uses a 

combination of heterogeneous NNs and a GA-like 

winnowing process to push evolution of the creatures. It is 

effectively a self-training NN that allows the creatures to 

learn over time what they like, what they're not supposed 

to do and so on. 

In summary, GAs are based on evolution and natural 

selection and are used for learning and optimisation. They 

are resource intensive and require much time in 

development and tuning, which does not make them ideal 

for in-game learning. Generally, the most difficult part in 

GA development is determining a suitable representation 

for the solutions. Also, parameters such as population size, 

mutation and recombination operators and the number of 

solutions to erase, make parents or keep unchanged can 

take a long time to tune. Basically, a GA is not a good 

algorithm to incorporate into a game where time and 

resources are limited. Unfortunately, this describes most 

commercial games. However, GAs also have many 

advantages, in that they are a robust search method for 

large, complex or poorly-understood search spaces and 

nonlinear problems. In short, if GAs are to be used in 

games, they will most likely be evolved before shipping or 

between games, and it will be a long time before they 

become widespread in games. 
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Extensible AI 

Some game developers have built various degrees of 

extensibility into their game AI and made it accessible to 

the user community. These games provide some 

functionality through which the user can modify or 

develop customised AI for the game (44]. Games with 

extensible AI provide greater flexibility to the players. 

Also, customising the actions and reactions of game 

characters increases the replayability of the game and 

gives the player a greater "stake" in their characters [45]. 

Furthermore, games that have successfully implemented 

extensible AI . usually have large online user communities 

dedicated to providing tutorials and documentation, 

swapping their creations and showing off their prowess in 

writing their own AI. Games such as Quake and Unreal 

have cult followings of people who enjoy coding and 

trading their own game hots. 

There are many different games using a range of methods 

that allow the player to customise or create their own Al. 

Most of these methods are based on either scripting or 

some kind of toolkit. Scripting is where the player can 

actually write their own AI code for the game characters 

and usually accesses the game data files rather than the 

actual game codebase. These scripting languages are 

usually customised, English-like languages that are used 

by game designers in development. The other method of 

providing extensible AI, toolkits, includes a wide range of 

different interfaces and varying control over the game AI. 

Some toolkits merely allow the player to tweak parameters 

and others allow them to have total control of all character 
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and scenario facets, almost to the point of scripting it 

themselves. 

There are many different games that allow the player to 

edit the game's monsters, characters and scenarios. Some 

well-known games that include extensible AI are Age of 

Empires, Baldur's Gate, Civilisation: Call to Power, Dark 

Reign, Halflife, Quake, Unreal, Warzone and most 

recently, Neverwinter Nights. Following is a brief 

description of how these games make use of extensible AI. 

Age of Empires includes a scripting capability through the 

game's data files, which gives the user some ability to 

design and customise the game AI. In Baldur' s Gate, 

players are able to directly edit scripts that control the 

actions of their non-player characters. Each non-player 

character has its own AI scripting, outlining its basic 

reactions to basic situations [45]. The game Civilisation: 

Call to Power allows the players to modify unit attributes 

and access the fuzzy logic rule sets used by the AI to set 

priorities for the strategic AI. This allows the creation of 

new unit types and civilisations. In Dark Reign, the user 

can design their own missions and adjust the computer AI 

within that mission. It also allows the player to tailor the 

behaviour of individual units for the game. Halflife 

provides the player with a toolkit to allow the development 

of customised AI bot code. Quake 1 includes a kit that 

allows the player to write code and modify the behaviour 

of enemies and weapons. Quake 2 extends the engine's 

capabilities with a fully java scripting language interface 

[44]. Unreal allows the player to write their own mods and 

game types through a custom scripting language called 
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Unrealscript. Warzone 2100 features an extensible AI that 

uses a basic C-like language in external scripts, which 

provides a fair amount of flexibility. Neverwinter Nights 

provides a graphical interface to allow the user to create 

their own scenarios, monsters, non-player characters and 

tell them how to behave in different situations through 

scripting in C++. Finally, a not so popular game that 

utilises extensible AI that is worth a mention is Cloak, 

Dagger, and DNA, as it uses GAs. This game offers the 

user a "lab" for breeding new and better Als. The user has 

some control over the breeding and evolution of the Ais 

and can tailor them to be more aggressive, risky and so on 

[44]. 

Conclusion 

It is easy to see why current games are employing 

techniques such as finite state machines, scripting, agents 

and flocking. It is because these techniques are simple, 

require little tuning compared to the alternatives and 

adhere to the game developer's constraints of time and 

resources. However, users are growing weary of 

predictable and deterministic game characters, and so 

developers must look to new techniques for solutions. 

Also, as the graphics race in games diminishes, it is likely 

the next wave of games will require superior AI as a 

selling point, rather than more polygons, higher resolution 

textures and more frames-per-second. This will drive the 

need to create better AI, using more advanced techniques 

such as fuzzy logic, decision trees, NNs and GAs. As more 

development and processor time is allocated to AI, these 

advanced techniques will allow games to include in-game 
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learning, adaptive strategies and a wide range of non-linear typical "there's no point doing it if the user can't see it" 

behaviour from game characters and events. Ultimately, that resounds from game developers today. 

games will converge to like-like behaviour rather than the 

Appendix. Summary Table of AI Techniques in Games 

Technique Advantages Disadvantages Applications Games 
Finite State -simple - can be poorly -manage game world - Age of 
Machine -general structured - manage objects I Empires 

-use in conjunction with other - poor scaling characters • Half-Life 
techniques - need to anticipate all - Doom 

- computationally inexpensive situations - Quake 
-lots of power relative to - detenninistic 
complexity 

Scripting -simple • detenninistic -events - Black& 
- can be used by non- - need to anticipate all - opponent AI White 

programmers situations - tell the story - Unreal 
-safe environment - automate tasks - DarkReign 

- conversation trees - Baldur's Gate 
Fuzzy Logic -when no simple solution - not good when there - decision making - SWAT2 

-when expert knowledge is is a simple solution - behavioural selections - Call to Power 
needed • complicated to build - input/output filtering - Close Combat 

-non-linear problems from scratch - health of NPC - Petz 
• more flexible, variable - emotional status of - The Sims 

NPC 
Flocking -purely reactive -limited applications - unit motion • Half-Life 

-memory requirements - groups of animals I - Unreal 
- realistic /lifelike monsters - Enemy 

Nations 
Decision -robust to noise I missing • need tuning - prediction - Black & 
Trees values • classification White 

·readable - learning 
·efficient training I evaluation 
- simpler than NNs 

Neural -flexible - need tuning -memory • Black& 
Networks -non-deterministic ·choosing variables is ·pattern recognition White 

·non-linear difficult -learning - BC3K 
- complicated • prediction • Creatures 
·resource intensive - classification • HeavyGear 

• behavioural control 
Genetic - robust search method -resource intensive • optimisation - Cloak, 
Algorithms -effective in large, complex, - slow -learning Dagger& 

poorly understood search ·need a lot of tuning • developing game DNA 
spaces - complicated strategies - Creatures 

-non-linear -evolve behaviour • Return Fire II 
• non-deterministic - pathfinding 
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Abstract 
The aim of this research is to determine techniques for 
machines to recognize human actions using image-based 
spatio-temporal approach. This paper presents work 
that determines the inter and intra subject reliability in 
the ability of automated recognition of pre-defined 
actions. This work is motivated by the previous research 
in appearance-based motion recognition of human 
actions. The approach reported in this paper uses a 
cumulative image-difference technique that results in 
the construction of Motion History Image (MHI) where 
a single image represents a sequence of frames covering 
motion related to a complex human gesture; Based on 
the Hu image invariant moments of MHI, templates for 
a pre-defined actions are generated and are tested by 
classifying similar actions by different subjects. 
Supervised backpropogation neural networks have been 
used for classifying the data. 

Index Terms-Human action classification, motion 
based representation, spatio-temporal, Artificial Neural 
Networks, computer vision. 

I. INTRODUCTION 

Human actions are complex sequence of movements and 
may be task oriented such as eating or walking, or intended 
to commm1icate. These movements may also contain more 
information than the result of the task itself (if task 
oriented) or the intended message (if communicative). They 
may contain information about the action, the quality of 
action, the actor and the environment. However, to date, 
most of the information extracted by machines from human 
movement has been from static events such as a key press. 
To improve machine surveillance, human interaction with 
machines and for helping disabled people, it is desirable for 
machines to extract more information from human 
movement. 

Past attempts to recognise dynamic actions by 
machines reported in literature require intrusive devices that 
limit the scope of their applications to situations where 
people specifically intend to communicate with computers 
[1-9]. Other major early works involved the use of Moving 
Light Display (MLD) on subjects in a darkened room[lO, 
11] and Structure from Motion (SFM) techniques where a 3 
dimensional model of the person is reconstructed to 
recognise the action [12-16]. While MLD was a useful 
experiment and demonstrated human perceptual abilities 
from motion information alone, the MLD technique is very 
intrusive and it lack naturalness and robustness. Systems 
using SFM [9, 17] techniques are more complex, 

computationally expensive, and also assume the body to be 
a 'rigid object', thereby greatly limiting the applications. 

This paper reports the research conducted to 
identify simple pre-defined human gestures of subjects 
from video data using computationally simple techniques 
that do not require the use of intrusive devices, which are 
not user dependent and not lacking -in naturalness. This is 
the first step towards developing applications where 
movement data may be interpreted by machines in normal 
living and working environments to identify the gestures or 
the subject. Examples of such applications may include 
identification of messages, actions, status and identity of 
individuals operating specific equipment or inhabiting a 
specific environment. This will take the capability of 
machines into the 'understanding people' domain. 

This research has incorporated the techniques 
proposed by Bobick and Davis [18, 19] Black and Yakoob 
[20] Romer Rosales & Stan Sclaroff [21]. The most 
relevant approach related to our work, as in [18] [19], is to 
recognize movement directly from sequence of images. 
Davis [ 18] used a view based technique to represent and 
recognise actions by building Motion History Images 
(MHI) and Motion Energy Images (MEI). The recognition 
of temporal templates in their technique used moment based 
features for representation and nearest neighbour for 
recognition against examples of pre-defined movements. 

This research uses MHI combined with Hu 
invariant image moment technique [22] to represent gross 
body movements and classification [19] using artificial 
neural networks (ANN) applied to moment-based features 
[23]. This paper reports the intra and inter subject 
reliability study of this technique in the classification of the 
pre-defined simple gross human body actions. 

IT. THEORY 
AN OVERVIEW AND EXPLANATION OF THE 
APPROACH 

Based on research reported in literature, it can be stated that 
actions and messages can be recognized by description of 
the appearance of motion [10, 11, 19, 24-31] without 
reference to underlying static images, and without· a full 
geometric reconstruction of the moving part [20]. It can 
also be argued that the static images produced using MHI 
based on the Difference of Frames (DOF) can represent 
features of temporally localized motion [32]. The advantage 
of this technique is the computational simplicity. This paper 
reports the efforts to determine the reliability of this 
technique. 
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II (a) REPRESENTATION OF MOTION: 

The DOF data from video recorded human gestures are 
analysed by temporal integration of the frames covering the 
period of the distinct movement. The delimiters for the start 
and stop of the movement are added manually in the 
sequence. The temporal history of the movement in MID is 
inserted into the data by multiplication of the intensity of 
each frame with a linear ramp representing time. The MID 
grey scale images are then generated by temporal 
integration. This eliminates the need for time sequence 
coding. The process can be mathematically represented by 
the following: 

Let 1 (x, y, t) be the intensity of each pixel at 
location x, y at time t in an image sequence and D(x, y, t), 
the difference of consecutive frames. Then: 

D(x, y, t) = ll(x, y, t) -l(x, y, t-1 )I 

MHI (Hr(x, y, t)) is: 

{ 

-r if D (X' y' t) = 1 
Hr(x,y,t)= max(O,H-r(x,y,t-1)-1 

Otherwise 
.............. ....... (1) 

where 1' represents the duration of the time window used to 
capture the motion. The pixel intensity H'f is a function of 
motion history at that point and the result is a scalar-value 
image where intensity is function of the recency of motion 
[19] . The MEI can be generated by thresholding MHI above 
zero. 

11 (b) FEATURE EXTRACTION: 

Figure. 1 Action: Lateral Arm Down Half-Way 

The MHI images of human movements have to be 
described in terms of suitable features for classification. 
The grey levels are the temporal descriptors and thus the 
analysis should be 'global internal' (region based) [33] 
instead of shape boundary description and its features [34-
36]. 

IMAGE MOMENTS 
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Given an arbitrary intensity function f(x,y), the set of 
moments m pq (equation 2) have a property of fundamental 
importance: they uniquely determine, and are uniquely 
determined by, the function f(x,y) and are sufficient to 
reconstruct the original function f{x,y) [37, 38]. For an 
appearance based, view sensitive approach, it is desirable to 
have matching technique that is invariant to the imaging 
situation [18]. It needs to be invariant to translation (space 
in the image where object is represented), rotation and 
scaling. The moments defined by equation 1 are not ideal 
for MHI description since they are not invariant to 
translation, rotation and scale. To overcome this difficulty, 
modified seven Hu moments [22] (equation 4) have been 
used. 

Seven Hu's equations are based on the uniqueness 
theory of moments. According to uniqueness theory of 
moments for a digital image of size (N, M) the (p+q)th 
order moments Mpq are calculated 
(For p, q =[0,1,2 ... ] 

N M 
m pq. 11 NM I I f ( X , y ) ! / .. ... .. ......... (2) 

X= I y = l 
The central moments of a digital image are inherently 
translation independent, 

N M 
1-lpq • IINM I L f (X, y) (x - 'if (y- y)q 

X= I y = 1 

where 

x=mlOfmoo 
and 

Y =mo,/moo 
and 
!loo= moo=!! 
l!to=O 
IJ.ot=O 
!!:ro=m:w-1! 'X2 
flu=mu·IJ.X ? 

::l f.1oz=mo2·1! Y 
- ::J IJ.Jr'm30·3m10 x+21J. x 

- - ::l -l!ll=m:u·m2o y-2m11 x+21J. x y 
flu=mu·moz x+21J. x ? 
f.1oJ=mo3·3mo2 y+21J. ? 

.. ................. (3) 

To achieve invariance with respect to orientation and scale, 
first normalize for scale defining npq =flp/(1!00) r 
Where 
y = (p+q)/2+ 1 and p+q 2:2 
The frrst seven Hu moments are defined as Hu's seven 
moment functions below utilize the central moments of a 
digital silhouette or boundary image, but are also rotation 
in~endent. 
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............................................... (4) 
The calculation of the feature vectors involves 

using normalized central moments (equation 3). These 
moments are reputed to be invariant to affine 
transformations, such as translation. Using these moments, 
the invariant nature of the feature vectors can be taken a 
step further by applying a set of moment functions called, 
"Hu functions" which result in translation, rotation and 
scale invariant features. These invariants are based on 
moments up to third order. 

The advantage of moment methods is that they are 
mathematically concise and for the intensity image of MHI, 
reflect not only the shape but also the density distribution 
within it. Thus, the descriptors of the Motion templates of 
human gestures generated by MHI have been calculated 
using the Hu derived set of seven functions that make use 
of the central moments of an image. 

When classifying human actions, there is an 
uncertainty regarding the speed of motion and thus the 
number of frames that represent the action. To overcome 
this problem, this research has used normalising of the 
MHis such that these lie within the same intensity range. 
The intensity range for faster moves is relatively expanded 
and that of slower moves is contracted. This is explained in 
greater detail in Section m (b). 
II (c) CLASSIFICATION: 
The reliability of classification using MHI for gesture 
representation and Hu moments for features can be 
accomplished by supervised learning techniques. This can 
be achieved using statistical approaches or by artificial 
neural networks. Among the supervised training statistical 
approaches, Bayesian technique is most common. Bayesian 
method requires assumption of appropriate probability 
densities. Due to high dimensionality of feature space, this 
is extremely difficult. Another statistical technique, the K-
nearest neighbour (K-NN) a non-parametric statistical 
classifier, does not assume any probability distribution, is 
most suitable but it is very slow for large datasets. An 
alternative approach, which circumvents the determination 
of probability densities and does not suffer from the "curse 
of dimensionality" is based on the idea of discriminant 
functions. This simple discriminant can be generalised by 
transforming the linear combination with a non-linear 
function (called an activation function) that leads to 
concepts such as perceptron [39]. One reason for the strong 
interest in multilayer perceptron system, such as back 
propagation, is that they are able to select useful input 
features from high-dimensional input vectors and are 
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capable of implementing more complex partitioning of 
feature space when there are sufficient samples representing 
the data. 

This paper reports the use of artificial neural 
networks (ANN) to the image moments of the human 
gestures performed by people for classification. This work 
aims to determine conclusive answers for the above 
mentioned problem using multilayer perceptron of neural 
network against examples of given motions already learned. 

MUL Tll..A YER PERCEPTRON (MLP) SYSTEM 

The multilayer preceptron of neural network, once trained 
by an appropriate set of training vectors, can assign any 
input pattern to one of several output classes. Thus the input 
pattern is an action represented by Hu moments, and the 
output is the class to which the action belongs. One 
weakness of the standard ANN architecture is its inability 
to deal with temporally varying delimiters such as in human 
movement video data. One way to handle this weakness is 
the use of recurrent neural networks [ 40] that employ input 
layer of the ANN augmented by hidden context units that 
give feedback to a hidden layer, based on the previous 
contents of the hidden layer. This gives the network a 
'memory' of past events [41] and thus a moving window is 
achieved. But this technique increases the dimensionality of 
the problem, of concern when the number of frames 
representing the data may be large. But by the use of MHI 
representing human actions, having removed the need for 
temporal domain of the data (number of frames), ordinary 
feed forward (FF) neural network with back propagation 
learning algorithm (BPN) can be used to classify actions. 

A two-layer feed forward preceptron (MLP) 
system with one hidden layer has been adopted (Figure.S). 
Four pre-defined human actions are classified by a two-
layer preceptron. The input to the MLP consists of seven 
Hu moments of the MHI of the actions to be classified. The 
two-layer perceptron has seven inputs, 50 hidden nodes and 
4 (number of classes) output nodes. 

During the training of the network, the target 
pattern belonging to the n-th class has a desired output with 
1 in the n-th output node and 0 in the others. The network 
uses sigmoid as threshold function and gradient descent 
with momentum and adaptive learning as training 
algorithm. 

IT. METHOD 

The experiments were designed to determine the intra and 
inter subject reliability of classification of actions when 
using MHI as representation of motion, Hu moments to 
represent the MHI and ANN as a classifier. Five subjects 
performed four pre-defined actions and these were repeated 
ten times each. 

The human actions approximate to the Normal 
Distribution in that it has low variation probability values 
with large numbers. According to the theory of the Normal 
distribution, a smaller standard deviation, a., gives better 
confidence when the PDF is more "tighter". 

Volume R. No. I Australian Journal of Intelligent Information Processing Systems 



46 

When N readings are taken from each test, the later 
confidence analysis will be based on the mean (X') and 
range (R). If N is less than 10, then: 

X' = E(X1) I N, i from 1 to N, X1 are reading 
(??)values, 
R = Max(~) - Min(X1), i from 1 to N. 

<lx· = R I DfSqrt(N), D2 is a factor used to calculate upper 
control limit (UCL) and lower control limit (LCL). 

This relation shows that more the readings taken, 
the smaller the value of aL But after the number of readings 
exceed 6, the curve becomes "flattened". This means the 
increase of the number of readings has less effect on 
decreasing of the value of a.. So, the optimal balance 
between confidence level and working load is that each test 
should be approximately six readings. This is also true for 
statistical averaging of the data. 

For each of the experiments, the following 
constrains were maintained during motion capture: 
I. Related to Movements 

• SCMO (Stationary Camera Moving Object) 
• Presence of Single Subject In Scene. 
• Constant Window Size and View Angle 
• The Subject Remains Inside the Workspace. 
• Movements are parallel to the camera plane. 
• Duration is small and same pixels are not revisited 

by motion. 
II. Related to Environment and Subject: 

• Consistent background and illumination. 
• Static Background 
• Known Start pose 
• No restriction on colour and tightness of clothes. 
• Subjects of different height, weight, age and both 

genders. 

Ill (a) EXPERIMENTATION 

Experiments were conducted where the subject was asked 
to make four pre-defined gestures: 'Arm Wave -Full and 
Half', 'Standing to Sitting' and 'Lifting Tea Cup from 
Table to Lips' (Figures 1 -4). The movements were 
recorded using a video camera in 2-D vision-space at 2 
meters normal to subject and the window size was an area 
of 6 sq meters. Each subject was asked to repeat the 
experiment ten times and five volunteers were used for 
collecting the data. 

The steps of training and classification of gestures are 
as follows: 

1. Compute the Motion History images for 40 
gestures of each of the four classes. 

2. Generate Seven Hu moments as the features for 
the training and testing gestures. 

3. Input 7 features of each training gesture to two 
layer perceptron for training until the network 
converges. 

4. Classify the testing gestures. 

ill (b) SIGNAL ANALYSIS 
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The video data was stored on the PC and each frame was 
stored as an array of size 120 X 160 and the recordings 
were in true colour (A VI files). All the computing was 
done using Image analysis package in Matlab 6.1. 

These AVI files were later transformed to eight-bit 
grey scale image (0-255 levels) for further processing. The 
duration of the movement was determined from the 
manually located delimiters and this determined the number 
of frames for each gesture and thus the duration of 
integration of the DOF to generate the MHI. To take care of 
variation in speed, the intensity image for MHI is 
normalised between [0 .. 1] before computing moments. For 
each of the image representing motion so produced, the 
seven Hu image moments [36] were computed which were 
used to train the neural network and classify the gestures. 

Ill. RESULTS AND DISCUSSION. 

MHis were generated for each of the four gestures (figure 
!-figure 4). The results of the testing showed that with the 
use of Artificial Neural Network as classifier and Hu 
Moments as the feature space, the classification accuracy is 
significant and is the likely range of the true value. 

The confidence of the technique is evident from 
the inter-subject and intra-subject classification accuracies 
shown in Tables land 2. Table 1 is result of 10 test samples 
from each class comprising of two samples of each of the 
five subjects. Table 2 is the result for individual subject for 
10 samples of each class. The subjects were of different 
height, weight and gender. The results clearly show that the 
method is invariant to all such factors. Inclusion of extra 
constrains like tight clothes will improve confidence level 
at the cost of naturalness. 

RESULT OF CLASSIFICATION: 

Table 1. Inter - Subject percent accuracy of classification 

Table 2. Intra - Subject percent accuracy of classification 

(S - Sit; D - Drink; LRH - Lateral Arm Down Half; LRF -
Lateral Arm Raise Full) 

Reasons for inaccuracy in discrimination can be 
attributed to the fact that the image differencing technique 
is very sensitive to secondary motion of the body part (eg. 
Loose clothes) which may not essentially be a part of the 
gesture; and also constant intensity pixels in consecutive 
frames do not capture the motion in spite of subject 
movement. The explanation for 100% accuracy in the 
gesture "Sitting on a chair" is due to the fact that the whole 
body movement is included and the loose clothes do not 
add to noise. Background Subtraction is likely to take care 
of these problems. 
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The results show that the method looks at the 
appearance of what motion looks like and is independent of 
the person performing the gesture. Two persons 
performing the same gesture will generate very similar MHI 
and MEis. Besides being rotation, scale and translation 
invariant, it is person invariant also. Insensitivity to subject 
makes this technique very robust to classify gestures. 

It should also be mentioned that even though the 
process of temporal integration greatly reduces the data and 
the processing time is greatly reduced, the computation of 
image moments was found to be a relatively slow process. 

The other issue of concern is the need for 
delimiters. For practical applications of this technique, it 
would be necessary to overcome that difficulty. 

Figure 3. Action: Drinking Tea 

Figure 4. Action: Sitting on a chair 
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Output nodes 

lnpa.tmdes 

t t ••• t 
Hu1 Hu2 Hu7 

Figure. 5 Two-Layer Perceptron 

CONCLUSIONS: 

This paper reports the technique for classification of 
dynamic human actions. It uses MHI to represent the 
movement making it computationally very efficient. Hu 
moments have been used to represent the MHI · and this 
being rotation, scale and translation invariant, is highly 
reliable in classification of actions. It has · been 
experimentally determined that this technique is intra and 
inter subject reliable and actions can be classified 
irrespective of the actor. 

One of the obvious disadvantages is that it cannot 
be used to distinguish between two subjects performing the 
same move. An addition of more vector components 
containing additional information about the gesture may be 
able to over come this drawback. Also, longer duration 
moves where the motion revisits the same pixel again, is 
not picked up by MHI. Extension of the method to include 
discrimination among subjects and to take care of longer 
moves needs to be worked upon. 

Another matter of concern is the high 
computational expense for computing Hu moments. But the 
authors are now attempting to use faster algorithms for this 
purpose [42]. 
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